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Abstract—Channel charting (CC) is an emerging machine
learning method for learning a lower-dimensional representation
of channel state information (CSI) in multi-antenna systems while
simultaneously preserving spatial relations between CSI samples.
The driving objective of CC is to learn these representations or
channel charts in a fully unsupervised manner, i.e., without the
need for having access to explicit geographical information. Based
on recent findings in deep manifold learning, this paper addresses
the problem of CC via the ”not-too-deep” (N2D) approach for
deep manifold learning. According to the proposed approach,
an embedding of the global channel chart is first learned using
a deep neural network (DNN)-based autoencoder (AE), and
this embedding is subsequently searched for the underlying
manifold using shallow clustering methods. In this way we are
able to counter the problem of collapsing extremities - a well
known deficiency of channel charting methods, which in previous
research efforts could only be mitigated by introducing side-
information in form of distance constraints. To further exploit the
ever-increasing spatio-temporal CSI resolution in modern multi-
antenna systems, we propose to augment the employed AE with
convolutional neural network (CNN) input layers. The resulting
convolutional autoencoder (CAE) architecture is able to auto-
matically extract sparsely distributed spatio-temporal features
from beamspace domain CSI, yielding a reduced computational
complexity of the resulting model.

I. INTRODUCTION

Localization of user equipment (UE) is expected to consti-
tute an important part of future wireless networks. It facilitates
the realization of a variety of unprecedented use cases and var-
ious network functionalities, e.g., radio resource management
(RRM), rate adaptation, grouping devices in device-to-device
(D2D) scenarios and beam association [1].

It is well understood that increasing antenna size and
communication bandwidth improves localization capability.
Indeed, when moving to high-dimensional antenna regimes,
one observes that the wireless channel is mainly composed of
a small set of well localized components, also known as multi-
path components (MPCs). MPCs are particularly dependent on
UE location and the geometric composition of the propagation
environment [2], and provide key information for localization.
Different to the stochastic fast fading components, the MPC
distribution has the tendency to vary slowly with changing
position [3]. Building on this observation, geolocated chan-
nel state information (CSI) data is widely used in so-called
fingerprint based localization [4], [5].

Many network management tasks require only proxim-
ity information of UEs. In such cases absolute localization
approaches provide more information than actually needed.
Channel charting builds on the idea to apply unsupervised
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dimensionality reduction methods from machine learning to
high dimensional CSI data. Based on a large dataset of CSI
samples acquired for a given environment, the goal is to
map each CSI sample to a corresponding point in a latent
space called channel chart in an unsupervised manner, while
attempting to preserve the relative sample distances in the CSI
space. Due to its unsupervised, data-driven nature, channel
charting is applicable without any knowledge of the user’s
location and without the need to resort to a faithful geometric
model of the user’s environment. By providing only relative
localization, the classical localization problem is relaxed and
with that also the necessity for geolocated CSI data or accurate
propagation models.

A. Relevant Prior Art

With the seminal work [3] and subsequent works [6]–
[11], a plethora of approaches for learning channel charts
have been proposed. The proposed approaches are mostly
centered around Sammon’s mapping [3], autoencoder (AE)
[3], [8], [11], matrix completion [10], and approaches from
deep metric learning, i.e., Siamese networks [7] and triplet
networks [9]. Most authors have elucidated the advantages
of using parametric unsupervised learning approaches (mostly
parametrized by a deep neural network (DNN)), due to their
convenient adaptability to out-of-sample data, which is our
main focus in the remaining of this paper.

The first approach for channel charting (CC) using AEs
with feed forward neural network (FFN) layers has been
introduced in [3], while its extension to multi-point network
with convolutional autoencoders (CAEs) with convolutional
input layers has been proposed by [11]. Although achieving
satisfactory performance, the results show that pure FFN-
based AEs are unable to grasp the global structure of the
channel chart. The resulting channel charts have collapsed
extremities due to spatial ambiguities of the used input features
(covariance matrices) and the inability of FFNs to extract
spatial information. By augmenting the training data with
side-information, e.g., in form of different types of distance
information, the authors in [8] were able to produce results
able of capturing the global structure of the channel chart. The
proposed semi-supervised AE yields an interesting approach
which can be trained on data with side-information as well as
on data for which no side-information is available. A Siamese
network based architecture has been proposed in [7] where
a DNN is explicitly trained on pairwise distances between
training samples by simultaneously executing the DNN on
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pairs of training samples. The proposed approach yields a
parametric extension of the Sammon mapping approach from
[3]. Lastly, a triplet network based approach has been proposed
in [9] in which context information based proximity informa-
tion is used to map close and distant positions in the channel
chart. Compared to previous AE based approaches, an evident
drawback of Siamese and triplet based approaches lies in their
inability to leverage CSI data without side-information.

Considering the landscape of DNN-based methods, we ob-
serve that these approaches have in general a hard time to learn
the global structure of channel charts without relying on side-
information and elaborated loss functions, e.g., [7], [9]. Indeed,
this observation is well aligned with observations made in the
domain of deep manifold learning, where deep clustering algo-
rithms are usually combined with deep representation learning
approaches, by optimizing a clustering and non-clustering
loss to achieve state-of-the-art results [12]. We furthermore
observe that predominantly FFN based architectures have been
investigated so far. Given the fact that key information for
localization lies in the sparsely distributed MPCs, considering
DNNs capable to efficiently extract sparse information, i.e.,
convolutional neural networks (CNNs), presents an interesting
approach that can be explored for CC.

B. Contributions

In this paper, we apply aspects from the not-too-deep (N2D)
approach for manifold learning [12] to channel charting. Ac-
cordingly, we first employ a convolutional autoencoder (CAE)
to learn an initial embedding in which spatial features from
high-dimensional CSI are extracted. This task is facilitated by
using convolutional neural networks (CNNs) as input layers
which automate the extraction of sparsely distributed spatial
features, thereby easing the training process. In a subsequent
step, this initial embedding is used as input for a shallow
manifold learning algorithm. The task of this second algorithm
is to search the autoencoded embedding for the underlying
manifold (channel chart). In particular, we apply the state
of the art Uniform Manifold Approximation and Projection
(UMAP) algorithm [13], which provides excellent capabilities
for learning the local as well as the global structure of a
manifold. We provide a numerical evaluation of the proposed
approach on simulated data and compare the results qualita-
tively and quantitatively against previous approaches.

C. Notation

Unless stated otherwise, lowercase bold letters x denote
column vectors, uppercase bold letters X denote matrices,
vector elements are indexed by x(i), matrix elements are
indexed by X(i, j). Sets are denoted by calligraphic letters X
and counting sets N := {1, . . . , N} are denoted by [N ]. The
Euclidean norm is denoted by ‖ · ‖, a N ×N identity matrix
by IN and the all ones vector of size N by 1N . We further
denote the vectorization operator of a matrix A by vec(A),
the diagonalization operator of a vector x by diag(x) and ⊗
is the Kronecker product.

II. CHANNEL CHARTING

A. Problem Formulation

To describe the working principle of CC, let us consider a
single-cell network in which single-antenna devices are served
by a single multi-antenna base station (BS) equipped with M
receive antennas. We denote by X ⊂ Rd the set of all possible
cell locations, where d is the dimensionality of the considered
spatial geometry, e.g., the three dimensions representing the
x, y, and z coordinates in real space. Communication is per-
formed over discrete time-frequency resources, i.e., at discrete
time instances t ∈ N, data transmission is performed over
blocks of F consecutive sub-carriers (frequency resources). At
specific time instances t, the i-th active device with location
xi ∈ X , transmits a pilot si ∈ CF . The corresponding received
signal at the BS is given by

vec(Y
(t)
i ) = diag(vec(H

(t)
i ))(si ⊗ 1M ) + vec(W(t)), (1)

where H
(t)
i ∈ CM×F represents the instantaneous wireless

channel snapshot at time t for the location xi ∈ X with
unknown prior distribution; and W(t) ∈ CM×F models the
receive noise. From the measurement matrix Y

(t)
i and the

known pilot si, the BS estimates the corresponding wireless
channel snapshot H

(t)
i which can be used for, e.g., subsequent

coherent communication.
In what follows, we will assume that for a fixed set of

T time instances, i.e., t ∈ T := {t1, . . . , tT }, the BS
is able to estimate and store wireless channel snapshots
{H(t)

i }t∈T from N distinct UE locations {xi}Ni=1. For each
location, the BS extracts the relevant CSI using the mapping
s : CM×F × . . .× CM×F︸ ︷︷ ︸

T−times

→ H, such that,

s(H
(t1)
i , . . . ,H

(tT )
i ) = Hi, (2)

where H ⊂ Cd1×...×dD and D is the dimension of the
extracted CSI. The generated CSI typically describes angle-
of-arrival, power delay profile, Doppler shift, RSS, signal
phase, or simply first and second moments (e.g., mean and
covariance) of the received data. We provide further details
on s in Section II-B.

Given (2), CC is governed by the principal idea that for a
given radio propagation environment, CSI from every location
xi ∈ X is generated from a smooth bijective mapping g : X →
H, i.e.,

Hi = g(xi). (3)

The mapping g(x) can be interpreted as a function that char-
acterizes the radio propagation properties from every location
x ∈ X to the BS antennas in that area. It encompasses param-
eters of the Maxwell equations which govern propagation with
the reflections generated by the propagation environment and
which are encoded in the CSI. Knowing the exact mapping
g(x) and under the assumption that its bijective, the problem
of CSI-based localization can be reduced to

xi = g−1(Hi). (4)
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In general, however, we only have access to samples from
g(xi) that are available in form of CSI observations Hi ∈ H at
the BS. Given such observations, the principle goal underlying
CC is it to infer a smooth mapping f : H → Z , i.e.,

zi = f(Hi) (5)

for which certain pairwise distance relations hold, i.e.,

‖f(Hi)− f(Hj)‖ ≈ ‖xi − xj‖ ∀(i, j) ∈ S. (6)

In (6), S denotes some set of sample indices pairs, and Z ⊂ Rd
represents the so-called channel chart. Compared to classical
fingerprint-based localization, which aims at learning a direct
mapping between the CSI Hi ∈ H and the respective location
xi ∈ X , CC relaxes the problem by learning a mapping
between CSI and a latent space zi ∈ Z in which only the
pairwise distances (according to some S) between samples
from xi ∈ X are preserved. Using such a representation, only
relative positioning can be performed which is found to be
sufficient for many network management tasks.

The problem of learning f(Hi) can be seen as an instance
of manifold learning and non-linear dimensionality reduction,
and can be solved using unsupervised machine learning tools
for learning distance preserving mappings.

In the following, we consider the case where f is a para-
metric function defined by a deep neural network (DNN) with
parameter set Θ, i.e., f = fΘ. Parametric approaches have the
advantage over non-parametric approaches since they handle
gracefully the so-called out-of-sample extension problem, i.e.,
the chart coordinates for a new samples not present in the
training dataset can be computed directly by evaluating the
parametric function fΘ.

B. CSI Extraction

We now focus on the feature extraction stage that is carried
out by the mapping s defined in (2). The goal is to transform
the channel snapshots {H(t)}t∈T for a location x ∈ X
into CSI H ∈ H that is suitable for channel charting.
It is widely known that the spatio-temporal distribution of
specular components of the wireless channel, called MPCs,
contain key information for positioning [14]. From a wire-
less channel point-of-view, these properties are made visible,
when the wireless channel is represented in a domain which
yield a sparse structure [14]. Given the assumptions from
Section II-A, such sparsity is achieved by representing each
wireless channel snapshot H(t) in its so-called angular-delay
domain. For the case that communication is performed over
time-frequency resources (as assumed by our system model
(1)), the transformation into angular-delay domain can be
achieved via a two-dimensional discrete Fourier transform, i.e.,

H̄(t) = FlH
(t)FHr (7)

where H̄(t) is the angular-delay representation of H(t), and
Fl ∈ CN×N and Fr ∈ CF×F are discrete Fourier transform
matrices that satisfy FlF

H
l = IN and FrF

H
r = IF .

Due to fast fading effects of radio environments, single
channel snapshots will oftentimes not yield stable representa-
tions of MPC distribution that are effectively representations
of large scale fading effects. Such large scale fading effects
are best represented by 2nd order statistics, i.e.,

H(i, j) = E
[
|H̄(i, j)− µi,j |2

]
. (8)

Since in practice we don’t have exact knowledge of the
distributions of H̄(i, j) and the fading effects, we resort
to computing the empirical 2nd order moments for a small
number (e.g., ten or less) of time instants T . Our feature
extraction map s(H(1), . . . ,H(T )) can thus be defined on an
element-wise basis, i.e., (∀(i, j) ∈ [M ]× [F ])

si,j(H
(t1), . . . ,H(tT )) =

1

T

∑
t∈T
|H̄(t)(i, j)− µ̂i,j |2, (9)

with si,j(H
(t1), . . . ,H(tT )) := H(i, j), and the empirical

mean defined as µ̂i,j = 1
T

∑
t∈T H̄(t)(i, j).

III. NOT-TOO-DEEP CHANNEL CHARTING (N2D-CC)

In this paper, we propose to use a combination of two
different manifold learning methods for channel charting.
The first one is a convolutional autoencoder (CAE), which,
while learning a representation, does not explicitly take local
structure into account. Its primary task is it to learn an
initial representation which captures the global structure of
the channel chart and extract relevant spatial features. In the
second step, we apply a manifold learning technique that
explicitly takes local structure into account. Applying such
manifold learning techniques to an initial global embedding
eases the task of learning local structure and leads to channel
charts with increased quality. The idea is based on the not-
too-deep (N2D) principle for manifold learning [12] and can
be summarized by the following high level steps:

1) Apply an autoencoder to the raw CSI data to learn an
initial global representation;

2) Re-embed the autoencoded representation with a man-
ifold learning method that preserves global and local
distances.

One important question is which manifold learning technique
to apply to the autoencoded representation. There are many
possible methods, e.g., Principal Component Analysis (PCA)
or Isomap [15] or t-SNE [16] which is a well known locally fo-
cused method. More recently, Uniform Manifold Approxima-
tion and Projection (UMAP) [13] has been proposed, which,
while also local, has been shown to better preserve global
structure. Due to its superior performance and stable out-of-
sample extension, we will focus on the UMAP algorithm in
the remaining of this paper.

A. Autoencoder (AE)

An autoencoder (AE), as depicted in Figure 1, is a deep
neural network architecture consisting of two parts. The first
is the so-called encoder, which attempts to learn a function
fΘ with parameters Θ that maps the input Hi to a new
feature vector fΘ(Hi) = zi of lower dimension. The second
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component is the decoder, which attempts to learn a function
which maps the learned feature space back to the original input
space fΦ(zi) = Ĥi. In other words, an AE is a neural network
which attempts to copy its input to its output. This is typically
achieved via a form of regularization, for example by forcing
the encoder to compress the input into a lower dimensional
space. Typically, the cost function associated with an AE is

H ĤzΘ Φ

‖H− Ĥ‖

Fig. 1: Structure of a generic autoencoder.

based on the distance between the input and the output

C(Θ,Φ) =
1

N

∑
i

‖Hi − fΦ(fΘ(Hi))‖. (10)

Learning is performed by minimizing (10) with respect to the
encoder and decoder weights Θ and Φ. While AEs have been
shown to perform well at many feature representation tasks,
they do not explicitly preserve the distances of the data in the
representation that they learn.

B. Convolutional Autoencoder (CAE)

Standard feed-forward DNNs may not be able to learn the
structure of Hi ∈ H and can make the learning task become
computationally intractable, in particular when the dimension
H grows very large. Convolutional neural networks (CNNs)
are another class of deep neural networks most commonly
applied to analyze visual imagery [17]. Due to the shared-
weight architecture of the convolution kernels or filters that
slide along the input, they provide translation equivariant
responses known as feature maps. CNNs are known to provide
state-of-the-art learning machines that yield the most learning
capacity from all machine learning approaches [17], and
have been successfully applied in image classification tasks.
Similarly to image data, where the most relevant information
is sparsely distributed at some locations of the image, the
extracted CSI data derived in Section II-B exhibits a sparse
structure, which, from a learning perspective, resembles that of
images. CNNs are well suited to process inputs distributed in
an Euclidean space with minimal amounts of pre-processing.
Feature extraction is performed inherently by CNNs since the
networks learn to optimize the filters (or kernels) through auto-
mated learning. This independence from prior knowledge and
human intervention in feature extraction is a major advantage.

C. UMAP

UMAP is a nonlinear, graph layout dimensionality reduction
algorithm originally proposed in [13]. The algorithm tends on
preserving the global geometry while focusing on preserving
distances within local neighborhoods. It thus inherits benefits

from both local and global methods. UMAP operates in a
two-step procedure: In an initial step, it constructs a weighted
k-nearest neighbor graph in the original higher dimensional
space, followed by a second optimization step to find the most
similar graph in lower dimensional space. The embedding is
found by searching for a lower dimensional representation
of the data that has the closest possible equivalent fuzzy
topological structure. A similarity metric is chosen between
two samples in the dataset which, reflects some local properties
between the samples such as density of neighboring samples.
UMAP also provides a stable out-of-sample extension making
it suitable for CC.

There is a number of hyperparameters in the algorithm that
can be used to control the performance. The most important
hyperparameter is the number of k-nearest neighbors used to
construct the initial k-nearest neighbor graph. It represents the
way UMAP finds a balance between how much local and
how much global structure is preserved. Low values indicate
more focus on preserving the local structure, which is usually
the case. Another hyperparameter of interest is the minimum
distance allowed between the points in the lower dimensional
representation. Thereby, lower values may preserve the true
manifold structure more accurately but may lead to more dense
clusters [12].

IV. NUMERICAL RESULTS

Next, we will evaluate the performance of the proposed
N2D-CC method by means of numerical results. We omit
showing optimization aspects of the DNN models (e.g., con-
vergence across epochs) as the main point of the paper is to
analyse the performance of the proposed approach.

A. Experimental Data

We evaluate the performance of the proposed algorithms
based on data generated using the QuaDRiGa channel sim-
ulator [18]. The simulation parameters are summarized in
Table I. We simulate a mixed LOS/NLOS scenario with
N = 2048 random positions placed in a rectangular area of
size 100m×100m. The BS is placed at an height of 15m and
the UEs are placed at a height of 1.5m.

Simulation Parameter Value
No of UE (Tx) N = 2048

Area (x× y) 100m× 100m

Scenario Mixed LOS/NLOS
BS location (x, y, z) (0, 0, 15m)

Carrier frequency fc = 2.8GHz

Antenna Spacing ULA ∆r = λ
2

Channel bandwidth 20MHz
No of antennas at BS 32

TABLE I: Simulation Setup.

B. Performance Metrics

To evaluate the quality of the charts numerically, we
will resort to three metrics: the distance-oriented Kruskal
stress (KS), the neighborhood-oriented trustworthiness (TW),
and continuity (CT). The KS is a measure of the goodness of
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(a) Original positions (b) CAE (c) N2D-CC: CAE + UMAP

Fig. 2: Visual representation of a channel chart obtained by CAE and by N2D-CC (CAE+UMAP). The colors are computed
from the positions in the original space to visualize where each position is placed in the latent space.

the fit, or how well the global geometry is preserved in the
representation space. It is defined by

KS =

√√√√∑n,m (dn,m − βd̂n,m)
2∑

n,m d
2
n,m

, (11)

where dn,m is the geographical distance between points n and
m, d̂n,m is the distance in the latent space of the considered
channel chart, and β =

∑
n,m

dn,md̂n,m∑
n,m dn,m

2 is the optimal
distance scaling factor. KS takes values in the range of [0, 1]
with low values indicating better preservation of the global
geometry.

TW is a measure of how well the original representa-
tion avoids introducing false neighbours in the representation
space. It is defined as

TW = 1− 2

K (2N − 3N − 1)

∑
jεUK(vi)

(r(i, j)−K), (12)

where N is the total number of points, UK(vi) is the set of
falsely introduced neighbors in K nearest neighborhoods of
the representation space vi, and r(i, j) is the ranking of the
point uj in the neighborhood of point ui, ranked in ascending
order based on the distance to ui.

CT measures if neighbours in the original space are also
neighbours in the latent space and is defined by

CT = 1− 2

K (2N − 3K − 1)

∑
jεVK(ui)

(r̂ (i, j)−K) (13)

where r̂(i, j) represents the rank on point of point vi among
the neighbors of vi, ranked in ascending order to their simi-
larity to the point vi, and VK(ui) is the set of points which
are the K nearest neighbours in the original space but not in
the representation space. TW and CT take values in the range
of [0, 1] with higher values indicating better neighbourhood
consistency and preservation of the latent space.

C. Performance Evaluation

In the following, we investigate the performance of dif-
ferent approaches, i.e., AE, CAE, UMAP and two versions
of our proposed N2D-CC approach namely, AE+UMAP and

TW CT Kruskal stress

AE 0.91 0.93 0.52
CAE 0.99 0.99 0.26
UMAP 0.99 0.98 0.24
AE + UMAP 0.91 0.93 0.39
CAE + UMAP 1.00 1.00 0.11

TABLE II: Quality metrics for different methods.

CAE+UMAP. Before training, we normalize the extracted CSI
and re-sample it into frames of 16× 16 units. For the simple
AE, we use three FFN layers for the encoder and decoder with
ReLU activation functions. Each CSI is flattened before it is
fed to the AE. For the CAE, we use three convolutional layers
with kernels of size K = 3 with max-pooling layers and ReLU
activation, followed by two FFN layers. In all experiments, we
set the dimension of the channel chart to d = 3. Visualizations
of the channel charts correspond to two dimensional views of
the charts in which the channel chart structure is best reflected.

In Table II we show the achieved TW, CT and KS of
the different approaches. We observe that the FFN based AE
performs worst in all three metrics. In particular, the high KS
value shows that FFN based DNNs are not able to efficiently
extract spacial information and are in general hard to train.
On the other-hand, we notice that CAE and UMAP perform
similarly well. Apparently, both methods are able to learn
the global as well as the local geometry of the channel chart
similarly well. Combining the AE with UMAP (AE+UMAP)
yields an improvement of the KS, which is however still larger
than the one of using plain UMAP. Lastly, we see that our
proposed N2D-CC method with CAE and UMAP yields the
best performance. In particular, the KS is halved by the UMAP
step which is a significant improvement regarding the achieved
KS with plain CAE or UMAP. This drastic improvement is
also visualized in Figure 2 where we show the learned channel
charts from the pure CAE approach and from the N2D-CC
with CAE+UMAP.

V. CONCLUSION

In this paper, we proposed a novel approach for channel
charting that leverages the benefits of deep and shallow mani-
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fold learning algorithms. According to the not-too-deep (N2D)
principle, we first trained an initial embedding in which
relevant sparsely distributed spatial features are extracted from
high dimensional CSI data using a CAE. In a subsequent step,
we applied a shallow manifold learning algorithm, i.e., the
UMAP algorithm, to search the autoencoded embedding for
the underlying manifold. We evaluated the performance of this
approach against the state of the art in fully unsupervised
channel charting methods and dimensionality reduction ap-
proaches in general. We demonstrated that applying CAEs as
a pre-processing step to shallow manifold algorithms can sig-
nificantly improve the quality of channel charts. The achieved
results demonstrate that channel charts with reliable local and
global structure can be learned in a fully unsupervised manner,
i.e., from pure CSI data without requiring any side informa-
tion. This observation opens up the path for future explorations
of hybrid manifold learning approaches for channel charting.
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