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Abstract— A necessary skill for robots for human-robot-
collaboration in Industry 4.0 scenarios is the manipulation
of objects. To manipulate objects, the robot must estimate
grasp poses autonomously. Object-agnostic approaches are
often realized through frame-based deep-learning methods that
take a single frame of information (image or point cloud)
as input while discarding previous estimates, even if they
were verified by execution. In addition, object-agnostic grasp
estimation methods lack the ability to target specific objects
in cluttered scenes. To address this, we propose GraspTrack –
a class-agnostic pipeline that uses instance segmentation and
object pose estimation to track estimated grasps for each object
simultaneously. To evaluate our pipeline and its modules, we
perform extensive experiments on the GraspNet-1Billion dataset
and extend its evaluation to measure grasp quality for each
object, capturing the ability to grasp targeted objects more
effectively. Our experiments prove our pipeline to be robust
against difficult viewing angles and occlusions, outperforming
frame-based grasp pose estimation.

I. INTRODUCTION

An essential skill for robots to take a more active role

when interacting with humans is the manipulation of the

environment. Especially for scenarios of Industry 4.0, in

which collaborative robots are intended to help the worker in

various ways, this skill is crucial. To be able to autonomously

grasp and transport objects, the robot must continuously

perceive objects and their attributes [1].

For a robot to be able to manipulate specific objects,

it needs to be able to distinguish all objects present, e.g.,

through an instance segmentation, and be able to estimate

grasp poses for a specific target object. To enable application

in various scenarios and without costly data acquisition,

methods for solving these perception tasks should not require

a-priori information about the objects and be able to perceive

previously unseen objects. Most methods for tackling the

required perception tasks are based on deep-learning models

[2 – 6]. These methods are mostly frame-based and compute

results only using the current camera image. While they can

deliver satisfying results, such a frame-based approach comes

with drawbacks that make it difficult to integrate into a real-

world application. For example, the grasp estimation models

might not estimate grasp poses of good quality consistently

over time. Depending on viewing angle, occlusion or erro-

neous depth measurements, no or low-quality grasps might

be estimated, which costs time in case of failed grasping

attempts.
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Fig. 1. Overview of our proposed pipeline (GraspTrack). First, each
frame, consisting of RGB and depth images, is processed to solve basic
perception tasks, such as instance segmentation and grasp pose estimation.
These frame-based results are then passed to a sequence-based processing
that tracks the results per object, visualized as color coded grasp poses. This
allows for viable grasp poses even if objects are heavily occluded. A more
detailed description of the different processing steps is given in Fig. 3.

In addition, object-agnostic grasp pose estimation meth-

ods, which do not rely on a-priori object information, usually

do not associate grasp poses to specific object instances [5 –

7]. Although these object-agnostic approaches are easily

applicable to new environments and are sufficient for tasks

like bin-picking or grasping singular objects, they do not

allow grasping specific objects in cluttered scenes. In many

scenarios, such as fetching requested objects or interacting

with specific parts of an object, a more targeted way of grasp-

ing is necessary, especially in scenarios involving humans.

In this paper, we propose GraspTrack – a novel pipeline

aiming to solve both of the aforementioned problems. Our

pipeline distinguishes different object instances and tracks

previously estimated grasp poses for each instance. To be

independent of encountered objects during real-world ap-

plication, we also do not rely on specific object classes or

other information at any point in our pipeline. While some

of the aforementioned methods for grasp estimation [8 – 10]

either allow for targeted object grasping or tracking previous

grasp poses, they fail to achieve both or depend on a-priori

object knowledge. Therefore, a novel pipeline for efficient

and robust real-world applications is necessary.

Fig. 1 shows an overview of our proposed pipeline. Based

on RGB and depth data, we apply frame-based methods for

the basic perception tasks of instance segmentation, grasp

pose estimation and object pose estimation. The estimated

instances serve as a basis for tracking of instance-specific

attributes, like object pose and grasp poses, allowing to

distinguish object instances. Taking the object pose as a

reference frame, we process the frame-based results as a

sequence, tracking the estimated grasp poses over time.

We evaluate our approach on the grasp estimation dataset

2024 IEEE 20th International Conference on Automation
Science and Engineering (CASE)
August 28 - September 1, 2024. Bari, Italy

979-8-3503-5851-3/24/$31.00 ©2024 IEEE 3371

20
24

 IE
EE

 2
0t

h 
In

te
rn

at
io

na
l C

on
fe

re
nc

e 
on

 A
ut

om
at

io
n 

Sc
ie

nc
e 

an
d 

En
gi

ne
er

in
g 

(C
A

SE
) |

 9
79

-8
-3

50
3-

58
51

-3
/2

4/
$3

1.
00

 ©
20

24
 IE

EE
 | 

D
O

I: 
10

.1
10

9/
C

A
SE

59
54

6.
20

24
.1

07
11

50
4

Authorized licensed use limited to: TU Ilmenau. Downloaded on December 10,2024 at 07:59:35 UTC from IEEE Xplore.  Restrictions apply. 



GraspNet-1Billion [11] as it provides all required data and

a pipeline for evaluating estimated grasps using force clo-

sure tests. This evaluation pipeline takes the grasps with

the highest estimated quality for a frame and measures at

which friction coefficient they would succeed. However, this

evaluation does not ensure that for each object at least one

valid grasp pose was estimated, i.e., estimating valid grasp

poses for only one of the objects might already maximize the

metric. Therefore, we extend this evaluation by evaluating

grasp poses for each object independently, allowing us to

evaluate how well all objects can be grasped at any given

time. In addition to evaluating our pipeline on a benchmark

dataset only, we also show qualitative results in a real-

world application. In summary, our main contributions are

as follows:

• GraspTrack – a novel application-focused grasping

pipeline for arbitrary objects that tracks grasp poses per

object over time.

• An extension of the evaluation pipeline of GraspNet-

1Billion to evaluate estimated grasp poses per object

and, thus, emphasizing application in collaborative sce-

narios.

• Ablation studies for different modules of our pipeline.

We share the evaluation code as well as the weights for

all deep-learning models involved in GraspTrack in our

repository on GitHub: https://github.com/TUI-NICR/

nicr-grasping.

II. RELATED WORK

As shown in Fig 1, our pipeline comprises multiple

modules. In the following, we give a short state-of-the-art

overview for each module and motivate the choice for our

implemented solution. Afterward, we give a brief summary

of the dataset used for evaluation and how we use it for grasp

pose tracking.

A. Instance Segmentation

There are several well known methods for instance seg-

mentation, such as [2, 12, 13]. Most of them only use a color

image as input, whereas our pipeline builds upon color and

depth images, as both modalities are required by other mod-

ules. Therefore, methods that leverage additional information

by using both modalities can be used. Specifically, we use

EMSANet [14] for instance segmentation in our pipeline, as

it is lightweight enough to be used on constrained hardware,

such as a mobile robot, and is easily adjustable to estimate

instances without differentiating specific classes.

B. Object Pose Estimation

For object pose estimation, many methods depend on

explicit knowledge about objects. The required knowledge

ranges from queries (e.g., CAD models or images) of the

specific object [15] to category-level models [16]. While

category-level methods are able to generalize across cate-

gories of objects, such as bottles or cars, our goal is to

track grasp poses for arbitrary objects. Therefore, we use

the object-agnostic BundleTrack [17], which uses keypoints

estimated by LFNet [18] to build a pose graph. BundleTrack

requires color images for LFNet to estimate keypoints, while

using depth images for its graph optimization. This enables

BundleTrack to estimate changes in pose relative to the first

occurrence of an object. BundleTrack allows us to estimate

poses for all objects detected by our instance segmentation

method.

BundleTrack originally uses TVOS [4] to estimate consis-

tent instance masks for a single object over a video. TVOS

estimates a new instance mask based on the previous mask

and the current color image. However, as it needs an initial

mask, it is not viable for most real-world scenarios, as the

initial mask would likely be estimated by a deep learning-

based approach. Therefore, we combine BundleTrack with

the class-agnostic instance segmentation of EMSANet.

C. Grasp Pose Estimation

For grasp pose estimation, we focus on object-agnostic

methods. Compared to methods that rely on a-priori knowl-

edge about objects [8], object-agnostic methods estimate

grasp poses directly on sensor data, such as RGB-D images

or point clouds. In addition, our goal is to track estimated

grasp poses on a per-object basis. Since no object detection is

involved for object-agnostic methods, an association of grasp

poses to objects is necessary. As a basis for this association,

an instance segmentation in form of 2D masks or segmented

point clouds can be used.

For 6D grasp pose estimation methods, which often use

point cloud data as input [5 – 7, 19], this means establishing

a correspondence between grasp pose and point cloud. For

example, [20] estimates grasp poses based on their contact

points in the point cloud. This allows them to filter their

grasps using an image-based instance segmentation by using

the pixel correspondence between segmentation and depth

image. While this would allow for grouping the estimated

grasp poses for each detected object, methods that estimate

6D grasp poses without linking them to points in the point

cloud do not allow for this approach. In contrast, the authors

of [10] follow another approach and crop the point cloud

directly based on an instance segmentation and its bounding

box. This is only applicable if the objects have enough space

between each other, as otherwise close objects might still be

present in the crop region of the desired object. Therefore,

some estimated grasps might belong to the wrong object.

Due to these problems, we focus on image-based methods

that estimate grasp poses in pixel space.

Image-based grasp pose estimation methods [3, 21, 22]

encode the grasp poses as images. For each pixel in the input

image, they estimate quality, angle and gripper width and

final grasp poses are extracted by finding local maxima in

the quality image. The image-based encoding allows for easy

association to objects by masking the quality image with the

estimated instance mask. As our pipeline already uses EM-

SANet for instance segmentation, we adopt GRConvNet [22]

trained as described in our previous work [3] as our grasp

estimation method. However, it is important to note that, as

long as an association between a grasp pose and detected
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objects is possible, our proposed GraspTrack can be adapted

to use point cloud-based 6D grasp pose estimation methods.

D. Grasp Pose Tracking

To the best of our knowledge, there is no published

literature explicitly tracking grasp poses per object instance

while not relying on a-priori object information. Early grasp

pose estimation methods like [8] used object models with

annotated grasp poses. After using the object mesh to es-

timate its pose the annotated grasp poses could be used

for grasping. The object-agnostic approach in [9] tracked

previous grasp poses over time. This tracking is done

by computing similarities between a feature encoding of

previous and current grasps. While this allows computing

a correspondence of grasps over time, it does not allow

for grasping specific objects, or grouping grasps by their

targeted object. Additionally, it does not prevent previously

estimated grasp poses to be lost, if no similar grasp pose

is being estimated for future frames. Although, their grasp

pose tracking improves grasping of dynamic objects, they

still select the initial grasp pose as the one with the highest

estimated quality and without a specific target object.

To accomplish the aforementioned goal of GraspTrack,

we propose a novel grasp pose tracking approach by using

estimated object poses based on object-agnostic methods.

E. Dataset

Many datasets for grasp pose estimation exist, such as

[23, 24]. Evaluation on these datasets is difficult, as com-

parison to labeled grasp poses is not sufficient [11, 24]. To

provide a more meaningful evaluation, the GraspNet-1Billion

dataset [11] proposes an evaluation pipeline based on force-

closure tests that allows to verify the quality of grasp poses

regardless of the ground-truth labels. The dataset comprises

images of different scenes with multiple objects placed on a

table. In total, 190 different scenes were captured. The first

100 scenes are used for training and the remaining 90 scenes

are split into sets of 30 scenes, serving as test splits. These

test splits contain different objects with varying degrees of

similarity to the training split. The first 30 scenes, called

seen split, contain the same objects as in the training scenes.

The the following 30 scenes are referred to as similar and

contain the same object classes but with different appearance

as the training split. Finally, the novel split, made up of the

last 30 scenes, contains entirely different objects. The scenes

Fig. 2. Overview of GraspNet-1Billion [11]. The figure shows an RGB
sample (top left) with its ground-truth instance segmentation (bottom left)
and a visualization of the camera trajectory in black (right).

were captured using a robotic arm with two different RGB-D

cameras (Intel RealSense 435 and Microsoft Azure Kinect)

moving on a fixed trajectory with 256 different viewpoints.

For the scope of this paper, we focus on the images recorded

by the Microsoft Azure Kinect camera. Because the same

camera trajectory was used for every scene, all scenes have

the same number samples. Fig. 2 shows an example image,

its ground-truth instance segmentation and a visualization

of the camera trajectory. In addition to the RGB-D images,

the dataset provides grasp pose labels, object meshes, their

poses for each scene, and instance segmentation labels with

consistent ids for each object.

As we extend the provided evaluation pipeline of

GraspNet-1Billion to suit our goal of evaluating grasp poses

in an instance-based manner, we detail the evaluation and its

extension in Sec. IV-C.

III. OBJECT-AGNOSTIC GRASP POSE TRACKING

The following is a detailed description of the implemented

modules for the different perception tasks and the final

tracking in GraspTrack as defined in Fig. 1 and in Fig. 3.

A. Instance Segmentation

For instance segmentation, we rely on EMSANet [14]. To

train EMSANet to detect class-agnostic instances, we define

two semantic classes – background and foreground – where

foreground contains the objects and everything else is back-

ground. As EMSANet decouples semantic and instance seg-

mentation, only the semantic head must be modified to adapt

to this new setting. Already learned instance knowledge can

be preserved, which is a big advantage in contrast to other

class-specific instance segmentation methods. Therefore, we

build upon the pretrained weights of the application model

provided for PanopticNDT [25]. This model was trained

on four datasets [26 – 29] for indoor scene analysis and,

therefore, has seen a multitude of different objects, serving as

a good foundation for fine-tuning on GraspNet-1Billion [11].

In preliminary tests, we evaluated hyperparameters such as

learning rate, task weights, and input resolution and selected

the final model based on the average precision for the seen

split. For full details of the final hyperparameters, we refer

to our GitHub repository.

B. Object Pose Estimation

To estimate object poses, we use the object-agnostic

BundleTrack [17]. BundleTrack solves a graph optimization

problem for each object, similar to SLAM. For an appli-

cation with multiple objects, this requires an association of

detected instances for each object across subsequent frames.

Otherwise, instances of different objects might be connected

in the pose graph, causing incorrect pose estimation. Since

EMSANet is a frame-based approach, any association must

be computed in an additional step. Therefore, we extend

BundleTrack to also compute similarities for incoming in-

stances that then can be used to associate the most similar

instances. For this association, various multi-object-tracking

approaches, such as [30, 31], could also be used. However,
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Fig. 3. This figure complements Fig. 1 and presents a more detailed view of the two main parts of the proposed GraspTrack. The frame-based processing
is applied to each frame and comprises an instance segmentation, object pose estimation, and grasp pose estimation. Results of object and grasp pose
estimation are tracked over time to realize robust instance-based grasping of arbitrary objects.

since BundleTrack already requires keypoints and descriptors

to build the pose graph, which are computed by LFNet [18],

we use the same descriptors for instance association across

frames. To achieve this, we compute similarity scores by

counting reciprocal matches, which are determined by com-

paring each previously seen instance to each instance in

the subsequent frame. Reciprocal matches occur when two

keypoints from different frames are each other’s best match,

i.e., a keypoint in one frame is the best match for a keypoint

in another frame and vice versa. We compute matches using

a brute-force matching based on L2-norm, ensuring the

robustness and accuracy of our associations [18]. We then use

these similarity scores to perform Hungarian matching [32]

across all instances to determine the optimal associations

between them. In cases where no successful association

could be made, our pipeline treats the instance as a new

object, allowing previously unseen objects to be handled.

Measuring the similarity through descriptors has the same

advantage as appearance-based tracking approaches [30]. By

using position independent descriptors, instances of an object

can be associated despite temporary occlusion. In addition,

the computed matches can be reused by BundleTrack for

building its pose graph, saving computational resources.

BundleTrack has multiple parameters when estimating

object poses. We use the provided parameters for the object-

pose-estimation dataset NOCS [33], as it contains similar

scenes to GraspNet-1Billion.

C. Grasp Pose Estimation

For object-agnostic grasp pose estimation, we use GR-

ConvNet [22], which receives the depth image as input and

estimates grasp poses and their quality for each pixel. In

addition, we use the label encoding and cleaned grasp labels

from our previous work [3] by using the provided network

weights. To assign the estimated grasp poses to an object, we

use the individual instance masks estimated by EMSANet.

This is in contrast to the evaluation pipeline of GraspNet-

1Billion where grasps are assigned to an object based on the

distance between grasp and object point cloud. Therefore,

the quality of grasps is directly linked to the segmentation

and association quality, as a grasp might be successful if

evaluated on the closest object, but fails if evaluated on the

object assigned by an erroneous instance mask.

D. Grasp Pose Tracking

For tracking the grasp poses, we transform them from the

camera frame to the object frame using the respective object

pose. Although we could use the object pose estimated by

BundleTrack directly, we use it to update a Kalman filter

for each detected object. Using a Kalman filter allows for

a more informed integration of current observations, as the

covariance can be used to weight observations [34]. We

use the covariance computed during the optimization done

by BundleTrack. This allows us to keep past grasp pose

estimates while accounting for object movements.

Additionally, we use non-maximum suppression (NMS)

to ensure we do not unnecessarily track very similar grasp

poses. This only leaves grasps with highest predicted qual-

ity while suppressing low quality grasps. For NMS, we

use the same parameters as in the evaluation pipeline of

GraspNet-1Billion, i.e., a grasp of higher quality suppresses

all other grasps of lower quality within 3cm euclidean and

30° rotational difference. While these parameters are suitable

for real-world applications, they also allow us to compare

the results of our pipeline with the results of our previous

work [3].

IV. EXPERIMENTS

For evaluating GraspTrack, we conduct several experi-

ments on the GraspNet-1Billion dataset [11], exchanging

modules and their results with the corresponding ground-

truth labels to determine their importance and the robustness

of subsequent modules. As the modules solve different tasks,

for each module, we first describe the respective evaluation

approach followed by the discussion of the results.

A. Instance Segmentation

Evaluation: We report the average precision (AP) and

average recall (AR), which are both commonly used for in-

stance segmentation benchmarks and are averaged over mul-

tiple intersection over union (IoU) thresholds. In addition,
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TABLE I: AP IS and ARIS metrics for frame-based instance segmentation
with EMSANet [14] on GraspNet-1Billion [11].

AP IS AP IS
50

ARIS ARIS
50

Seen 67.42 96.13 64.90 92.53
Similar 68.92 95.63 65.19 90.46
Novel 62.45 90.12 64.57 93.19

we report both metrics at a specific IoU threshold of 50%

(AP50 and AR50, respectively). To better differentiate them

from metrics used for grasp pose evaluation, we denote them

as AP IS, AP IS
50 , ARIS, and ARIS

50 for instance segmentation.

Results: Tab. I shows the results. The average result

across all splits for AP IS
50 and ARIS

50 of around 94 and 92,

respectively, shows that EMSANet is capable of detecting

the instances. Lower values for AP IS and ARIS indicate im-

precise instance masks and, thus, their impact on GraspTrack

needs to be discussed. Missing an object entirely, as in the

bottom-left image of Fig. 4, has the same effect as occlusion

of the object, preventing updates to the tracked object pose

and grasp poses. If missed for consecutive frames, the object

pose might drift enough for the attached grasp poses to fail.

As shown in the bottom-center image, two objects might

be segmented as a single instance. This would result in

grasp poses being associated to a wrong object and, thus,

in a failed grasp attempt. Note that as long as objects are

not consistently detected as a single instance, our instance

association might still differentiate the two objects. The

bottom-right image shows an example of oversegmentation

where the object is divided into three instances. Although this

could be solved by using the keypoints to merge very similar

instances, GraspTrack would treat the extra instances as new

objects. This can inhibit the ability to track subsequent grasp

poses, as new grasp poses might be associated to these new

objects. In summary, the discussed cases of prediction errors

would impact a frame-based grasp estimation, while tracking

objects over time could pose a solution, as longs as the errors

only persist temporarily. Therefore, EMSANet serves as a

promising foundation for GraspTrack.

B. Object Pose Estimation

For this section, we differentiate between evaluation of

the instance association though keypoint matching and the

evaluation of the final object pose estimation.

Evaluation - Instance Association: For evaluating our

instance association, we report similar metrics to Sec. IV-

A. We report metrics commonly used for video instance

Seen Similar Novel

S
u
cc

es
sf

u
l

U
n
su

cc
es

sf
u
l

Scene 117 Frame 121 Scene 143 Frame 127 Scene 163 Frame 240

Scene 100 Frame 240 Scene 153 Frame 241 Scene 178 Frame 150

Fig. 4. Example results on GraspNet-1Billion [11] of our class-agnositic
instance segmentation with EMSANet. For each split, examples of success-
ful detections (top) and unsuccessful detections (bottom) are shown.

segmentation, where AP and AR are computed based on an

IoU across all video frames instead of per frame. Note that,

while those metrics share the same name as in Sec. IV-A,

they should not be directly compared, as they are used for

different problem statements. Therefore, we use AP IA, AP IA
50 ,

ARIA and ARIA
50 to refer to results for instance association.

To verify that individual frames of the objects contained

in GraspNet-1Billion can be associated through keypoint

matching, we also report metrics for associating the ground-

truth instances.

Results - Instance Association: Tab. II shows the re-

sults after instance association. The results for ground-truth

instances (left) show that associating instances over time

through the use of the estimated keypoints is a viable

approach. However, the estimated keypoints used for asso-

ciation depend on the estimated instance masks. In case an

estimated instance mask does not cover the areas where the

most distinct keypoints would be estimated, the association

quality might suffers. Applying our association approach to

the predicted instances, results in the metrics shown on the

right of Tab. II. Evidently, while the individual instances in

one frame were being detected in most cases as discussed in

Sec. IV-A, the estimated masks have an effect on instance

association. By tracking previously estimated grasp poses

and the object pose, an object does not have to be detected

in every frame. As long as the object remains stationary, a

few frames might suffice for grasping the object.

It is important to note that our following evaluations need

an association between predicted instances and ground truth.

For object pose estimation, this is necessary to compare to

the actual pose of the object and, for grasp pose estimation,

the corresponding object model is needed to evaluate force-

closure tests. We use the IoU between predictions and

ground truth for this purpose. We associate the best matching

prediction to a ground-truth label while not associating more

than one prediction to the same ground truth. In only three

out of 750 instances, this results in a ground-truth object

without a matched prediction. Thus, every other object was

detected at least once and was, therefore, tracked by our

pipeline.

In summary, associating instances through keypoint

matching achieves adequate results, while some error cases

can be addressed by later stages of GraspTrack.

Evaluation - Object Pose Estimation: For evaluating

our estimated object poses, we adopt the commonly used

5°5cm metric [35]. As described before, the pose estimation

done by BundleTrack is heavily dependent on the instance

segmentation as keypoints are only estimated for the given

instance mask. Therefore, in addition to evaluating Bundle-

TABLE II: AP IA and ARIA metrics for instance association based on
keypoint matching on GraspNet-1Billion [11] with ground-truth instances
and EMSANet [14] predictions.

Ground-Truth Instances EMSANet Prediction

AP IA AP IA
50 ARIA ARIA

50 AP IA AP IA
50 ARIA ARIA

50

Seen 98.71 99.64 98.71 99.64 54.10 79.00 57.96 84.64
Similar 98.41 99.22 98.41 99.22 53.41 80.07 57.13 85.66
Novel 99.72 100.0 99.72 100.0 45.52 72.59 55.61 88.68
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TABLE III: Results for 5°5cm for pose estimation (see Sec. IV-B) and APG

for object-based grasp estimation (see Sec. IV-C) on GraspNet-1Billion [11].

5°5cm APG

Seen Similar Novel Seen Similar Novel

Untracked GRConvNet [3] - - - 13.07 10.94 8.17

GT Inst. + GT Poses - - - 21.42 17.07 10.42
GT Inst. + BundleTrack 84.92 89.03 94.66 20.82 16.39 10.71

GraspTrack 82.22 84.21 83.08 19.33 15.79 10.48

Track with our predicted instances, we use the ground-

truth instances to validate our approach. As the symmetry

of objects is important for evaluation of pose estimation

methods [17, 36] and GraspNet-1Billion does not provide this

label, we annotated the 88 objects manually.

Results - Object Pose Estimation: The left side of Tab. III

shows the obtained results. When using ground-truth instance

masks, BundleTrack can estimate poses for 84.62 to 94.66

of frames within an error of 5cm and 5° depending of the

split. As neither the keypoint estimation through LFNet nor

BundleTrack was fine-tuned on GraspNet-1Billion, which

might cause them to have a bias towards the training split,

the difference in pose quality over the different test splits can

be attributed to the difference in objects. The novel split, for

example, contains 3D printed objects with complex shapes

which might result in more stable 3D feature points used in

the optimization done by BundleTrack compared to simpler

shapes like bottles.

Finally, we report results for GraspTrack without the use

of ground-truth data. The slight decrease in object pose

quality can be attributed to missed detections and failed

instance associations, as discussed in previous sections.

The previously observed difference in pose quality for the

novel split does not appear for estimated instance masks.

Because the 3D printed objects in the novel split have a

low number of visual features, correct instance segmentation

becomes more difficult, which can be verified by instance

segmentation results discussed in Sec. IV-A. Based on these

results, EMSANet together with instance association through

keypoint matching is sufficient for BundleTrack to achieve

comparable results to using ground-truth instances.

C. Grasp Pose Estimation

Evaluation: After the evaluation of all modules, Grasp-

Track can now be considered as a whole. Grasps are

evaluated by using GraspNet-1Billion’s evaluation pipeline,

which conducts a force-closure test with varying friction

coefficients. Only the top-k grasps are evaluated per frame

when applying the standard pipeline. The result is an AP

computed with the friction coefficients as thresholds, similar

to the IoU in Sec. IV-A. To better differentiate this metric

from instance segmentation and instance association metrics,

we denote it as APG. As we evaluate our grasps not per

frame but per object, we evaluate the top-5 grasp poses for

each object. To quantify the advantage of tracking previous

grasps, we compare our pipeline to the frame-based output of

GRConvNet. To achieve this, we first evaluate the GRCon-

vNet from [3] in an object-based manner by grouping the

grasps by object and applying the evaluation pipeline, and

denote it as untracked GRConvNet. For better comparison

to GraspTrack, we associate the estimated grasp poses to

objects based on the instance masks. This differs from the

standard pipeline of GraspNet-1Billion, where grasps are

assigned to objects based on their distance in 3D space

using the complete object shape and its pose. As we evaluate

GRConvNet on its own, we use the ground-truth instance

masks.

In addition, to understand the effect of errors in our object

pose estimation, we evaluate GraspTrack while using ground-

truth for instance segmentation and object pose estimation.

We denote GraspTrack with ground-truth instance masks and

object poses as GT Inst. + GT Poses. Results with ground-

truth instance masks but estimated objects poses are denoted

as GT Inst. + BundleTrack.

Results: The right side of Tab. III shows the results.

Note that the object-based results for untracked GRConvNet

for APG differ greatly from the frame-based results reported

in [3]. GRConvNet achieves APG values of 29.77, 22.23

and 16.43 for the seen, similar and novel splits respectively,

when evaluated with the standard frame-based evaluation

pipeline provided by the GraspNet-1Billion dataset. This

shows a considerable bias in the evaluation towards easy-

to-grasp objects, as many grasps might be associated with a

single object, while other objects remain without any grasps.

Therefore, it is important to evaluate a grasp estimation

method adequately, if grasping of targeted objects is required.

We first compare the results using ground-truth instance

masks and object poses to untracked GRConvNet. Across

all splits, grasp quality is consistently increased with Grasp-

Track. Specifically, we improve grasp quality by 2.25 to

8.35 percentage points depending on the split. The difference

across the splits can be attributed to the estimated quality

of the grasps. As the novel split contains objects, which

are unknown to GRConvNet, estimated qualities of the

grasp poses might be increasingly overconfident. Grasp poses

with a high estimated quality but which do not result in a

successful grasp, might dominate other grasps through NMS.

However, as there is an increase in grasp quality even for the

novel split, the advantage of tracking grasp poses is evident.

The next step is evaluating GraspTrack, when using es-

timated object poses denoted as GT Inst. + BundleTrack.

This allows to assess the robustness of the system against

erroneous poses. As described in Sec. IV-B, a good pose

estimation was not possible for all objects. Therefore, the

overall grasp quality is expected to be worse, as errors in pose

estimation might move the grasps from their initial position.

Despite this the overall change in grasp quality is small and

still outperforms untracked GRConvNet.

Finally, we evaluate GraspTrack without any ground-truth

data. Looking at the results of GraspTrack, quality increases

by 6.26, 4.85 and 2.31 percentage points for the respective

splits compared to untracked GRConvNet. This shows that

even when estimating object poses and instances, tracking

grasp poses over time with GraspTrack results in a significant

improvement in grasp quality.

The small differences between our different setups for
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GraspTrack on the novel split indicate that for these scenes

the quality of the resulting grasps is solely dependent on

the grasp estimation. It is likely that GRConvNet produces

grasps with high confidence but resulting in unsuccessful

grasps. These grasps would hinder the improvement by

tracking graps poses as they would suppress other grasps.

Tracking objects consistently, even after a successful grasp

execution would allow to remove these grasps in case they

were executed and resulted in failure.

To further show the advantage of tracking grasp poses

over time Fig. 6 shows the grasp quality over the camera

trajectory. One of the main advantages of tracking previous

grasps is the robustness against estimation of bad grasps

dependent on the current frame. As the curve for untracked

GRConvNet shows, its ability to estimate good quality grasps

for each object is highly dependent on the viewing angle.

Each time the camera views the scene from a low angle, as

shown in Fig. 2, the grasp quality drops dramatically. By

contrast, our tracked grasp poses improve quality over time,

as more grasps are included by our tracking. After estimating

enough high-quality grasps, the overall quality remains at a

level without dropping due to viewing angles.

In summary, our experiments show the advantage of

GraspTrack, allowing consistent grasping of objects. Com-

parison with untracked grasp poses shows robustness against

errors in instance detection and object pose estimation.

Object-agnostic instance segmentation through EMSANet

and instance association through keypoint matching show to

be sufficient for identifying and tracking objects over time.
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Fig. 6. Comparison of grasp quality over time on GraspNet-1Billion [11].
X-Axis shows the frame number within the recorded camera trajectory.
Grasp qualities are averaged over all objects, scenes, and splits. Colored
area shows one standard deviation.

D. Application

In addition to evaluating on GraspNet-1Billion, we apply

GraspTrack on data of a real-world application. Fig. 5 shows

example frames of our recorded camera trajectory. As can

be seen, there are no grasps being estimated for the VHS-

tape at the beginning. At time t2 the perspective allows for

GRConvNet to produce feasible grasp poses. At time t3,

although no grasps can be estimated based on the current

frame, GraspTrack allows for keeping older grasp poses. This

allows for targeted grasping of objects despite temporary

occlusions of difficult perspectives. In addition, the drill at

time t2 is split into two different instances by EMSANet,

but instance association through keypoints is robust enough

to identify the object despite the smaller instance mask. For

a more detailed video of example scenes from GraspNet-

1Billion and our recorded real world data, we refer to our

GitHub repository.
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Fig. 5. Example frames for our real-world recording. The first column shows the instance segmentation. The color of the masks corresponds to the
associated object instance. For a more robust pipeline, we eroded the instance masks with a kernel size of 10. The second column shows up to 10 estimated
grasp poses per object in the current frame. Finally, the last column shows tracked 3D grasp poses and object poses with the RGB point cloud. White areas
depict missing depth values. Tracking for some objects, e.g., the keyboard or monitor, is not possible due to the low number of valid depth measurements.
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V. CONCLUSION

In this paper, we have proposed GraspTrack – a pipeline

for instance-based grasp pose tracking for arbitrary objects.

Class-agnostic instance segmentation through EMSANet and

keypoints estimated by LFNet are used to estimate and

associate instances over time. Using an object pose estima-

tion done by BundleTrack, we track grasp poses estimated

through GRConvNet for each object. To the best of our

knowledge, we are the first to both track grasp poses over

time and allow for targeted grasping of objects in cluttered

scenes. The evaluation on the GraspNet-1Billion dataset

highlighted the bias in current frame-based metrics and

validated the capabilities of GraspTrack and its robustness

against difficult viewing angles and occlusions.

In future work, we want to track additional information for

each object. Modelling shape information, which is needed

for motion planning after grasping objects, would be a

promising extension of GraspTrack.
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