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Abstract— In domestic environments, robots require a com-
prehensive understanding of their surroundings to interact
effectively and intuitively with untrained humans. In this paper,
we propose DVEFormer – an efficient RGB-D Transformer-
based approach that predicts dense text-aligned visual em-
beddings (DVE) via knowledge distillation. Instead of directly
performing classical semantic segmentation with fixed pre-
defined classes, our method uses teacher embeddings from
Alpha-CLIP to guide our efficient student model DVEFormer
in learning fine-grained pixel-wise embeddings. While this
approach still enables classical semantic segmentation, e.g., via
linear probing, it further enables flexible text-based querying
and other applications, such as creating comprehensive 3D
maps. Evaluations on common indoor datasets demonstrate that
our approach achieves competitive performance while meeting
real-time requirements, operating at 26.3 FPS for the full model
and 77.0 FPS for a smaller variant on an NVIDIA Jetson AGX
Orin. Additionally, we show qualitative results that highlight the
effectiveness and possible use cases in real-world applications.
Overall, our method serves as a drop-in replacement for
traditional segmentation approaches while enabling flexible
natural-language querying and seamless integration into 3D
mapping pipelines for mobile robotics.

I. INTRODUCTION

Mobile robots that operate autonomously in complex in-
door environments require a detailed understanding of the
environment in which they operate. This scene knowledge
should be comprehensive and universal, i.e., it should capture
details of relevant objects in the scene beyond a fixed
predefined class spectrum (often referred to as closed set),
to be applicable in various environments.

In our ongoing research project CO-HUMANICS [1 –
3], a mobile robot with telepresence features is operating
in an older adults’ apartment and can be accessed and
controlled remotely by family and friends to bridge physical
distance between people. In this scenario, the operator is
often untrained, and, therefore, controlling the robot must
be as intuitive as possible. For example, when specifying a
target position for the robot, it would be favorable to do this
with natural-language identifiers beyond a fixed spectrum
of predefined classes. Fig. 1 visualizes this aspect for the
example command “drive to the armchair“. This command
requires the robot to not only identify an armchair as a
distinct object, but also to differentiate it from other types
of chairs.
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Fig. 1. A real-world example of our proposed approach, called DVEFormer,
predicting dense visual embeddings (DVE) on previously unseen data in one
of our applications [1]. Our approach not only supports classical semantic
segmentation (fixed predefined classes – closed set) but also enables text-
based queries to specify objects of interest beyond a fixed spectrum
of predefined classes. Moreover, as shown on the bottom, the predicted
embeddings can be easily integrated into existing mapping approaches, such
as [4]. Semantic colors are chosen as in [5] and are the default colors for
NYUv2 [6]. We refer to Fig. 3 for the subset of depicted semantic colors.
Results for text-based queries show cosine similarity (red: high, white: low).

However, image segmentation [5, 7 – 15] and 3D mapping
approaches [4, 16 – 21] typically only operate on a fixed
class spectrum that might be insufficient for many real-world
applications. This is because they typically rely on the class
spectrum of common indoor segmentation datasets, such as
NYUv2 [6], SUN RGB-D [22], or ScanNet [23], which only
provide the classes chair and sofa for the given example.
While there are already approaches for open-vocabulary
segmentation [24 – 33], they are often unsuitable for mobile
applications with limited computational resources. These
approaches are increasingly complex, require multiple large
backbones, or are not specifically tailored for indoor settings.

To overcome these limitations, we propose Dense Visual
Embedding Transformer (DVEFormer) – a knowledge dis-
tillation approach [34] for dense prediction of text-aligned
visual embeddings using an efficient Transformer-based [35]
architecture. Instead of relying on the predefined semantic
classes of the used indoor dataset, we only use their provided
mask annotations – without their semantic label – as input
to Alpha-CLIP [36] to extract teacher embeddings. Our
student model – DVEFormer – is based on the EMSAFormer
architecture [12], featuring a modified Swin-Transformer-
based [37] RGB-D encoder and a lightweight SegFormer-
like [38] decoder to predict dense segmentations, while being
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optimized for efficient inference on mobile robots. Instead
of predicting predefined semantic classes, we train our
model to directly output dense visual embeddings distilled
from the teacher. This way, our predicted embeddings are
text-aligned and can be queried at runtime by comparing
them with incoming text embeddings without retraining the
model itself. To further highlight the practical application
of our approach, we show qualitative results for directly
integrating the estimated embeddings into a 3D mapping
pipeline [4, 16, 39], resulting in a comprehensive 3D scene
representation. This representation can then be queried by
untrained operators with text to, for example, specify targets
for robot navigation.

We share the pipeline for data preparation as well as the
training details and model weights at GitHub: https://

github.com/TUI-NICR/DVEFormer.

II. RELATED WORK

In the following, we summarize related work. We begin by
reviewing methods for dense RGB-D semantic segmentation.
Next, we discuss vision–language models that align visual
and textual modalities, highlighting their ability to produce
global representations while noting their limitations for fine-
grained tasks and mobile platforms. Finally, we briefly dis-
cuss knowledge distillation as a method to transfer features
from large teacher models to more efficient student models.

A. RGB-D Semantic Segmentation

Dense semantic segmentation can be done in different
ways. Most methods involve pixel-wise predictions through
an encoder–decoder approach [5, 7, 10, 12 – 15], whereas
recent methods, such as [40 – 43], predict larger segments as-
signed to fixed classes through a Transformer-based decoder.
Although these mask-wise approaches have demonstrated
strong performance, they tend to be complex and are rarely
optimized for mobile applications, which is why we focus
on pixel-wise predictions.

Combining RGB and depth data is an effective strategy
to improve segmentation performance, as both modalities
provide complementary information [44 – 46]. RGB images
offer semantic cues such as color and texture, while depth
images provide geometric information. To combine RGB
and depth, some approaches [5, 44, 47, 48] process both
modalities separately using two or more encoders and fuse
features at different stages. While this strategy can be effec-
tive, it requires carefully designing the fusion mechanism
and often leads to increased computational overhead, de-
pending on the used backbone and fusion mechanism. An
alternative approach is to use a single encoder that combines
RGB and depth as joint input to a model. Early CNN-
based approaches achieve this by employing special depth-
aware convolutions [8, 49, 50]. However, such operations are
often not suitable for mobile platforms. In addition to these
methods, Transformer-based approaches have been proposed.
Some of these methods employ Vision Transformers [51] to
process both modalities in a single transformer without a
pyramidal structure [10], while others use Transformer-based

encoders that follow a pyramid structure common in CNNs,
making them suitable as drop-in replacements in existing
models [11, 12, 15].

In our work, we build upon EMSAFormer [12], which
uses a single modified Swin-V2-T encoder to jointly process
RGB and depth data. Compared to the original Swin-V2-
T backbone, only minor modifications are made for depth
integration, and no special operations are introduced that
might be unsupported or suboptimal for inference engines
such as NVIDIA TensorRT.

B. Vision–Language Models for Dense Predictions

Vision–language models are highly valued as they enable
the alignment of visual and textual modalities in a shared
embedding space. CLIP [52] was a breakthrough in this
area by jointly training a vision encoder and a text encoder
through contrastive learning, achieving impressive zero-shot
performance on various image classification tasks. However,
CLIP produces only a single global embedding for an entire
image, which limits its capabilities for tasks that require fine-
grained localized embeddings.

To overcome this limitation, several approaches have
been developed to generate more detailed embeddings. One
strategy involves extracting local embeddings by cropping
around objects of interest [53, 54]. Approaches such as
MaskCLIP [24] and CAT-Seg [27] perform semantic seg-
mentation in both closed-set and open-vocabulary settings
by either comparing local visual embeddings directly to
text embeddings or incorporating additional layers for dense
prediction. Other approaches [25, 30, 32, 33] also introduce
additional mechanisms to derive local embeddings from a
global CLIP embedding. However, these approaches often
require the simultaneous use of two large vision encoders
and, thus, increase computational complexity. By contrast,
Alpha-CLIP [36] incorporates an additional alpha channel
as an input to guide the model in generating embeddings for
specific regions without altering the original image content.
Although this approach requires multiple inferences per
image if different masks are of interest, it preserves valu-
able contextual information and retains the generalization
performance of the original CLIP model. To further improve
segmentation performance, some methods [24, 31, 33, 54]
integrate a knowledge distillation or pseudo label-based
strategy. For example, MaskCLIP+ [24] uses predictions
from MaskCLIP as ground-truth labels to guide the training
of a segmentation-specific model. This approach overcomes
the architectural rigidity of directly using the CLIP image
encoder and improves performance compared to MaskCLIP.

In our work, we leverage Alpha-CLIP to generate teacher
embeddings that serve as targets in a knowledge distillation
framework, enabling our student model DVEFormer to pre-
dict dense pixel-wise embeddings that are aligned with the
vision–language space of Alpha-CLIP and CLIP.

C. Knowledge Distillation for Dense Visual Embeddings

Knowledge distillation [34], i.e., transferring knowledge
from large computationally intensive models to smaller and
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more ef�cient ones, has been proven in many domains.
For example, in natural language processing, large language
models are often distilled into compact models that retain
most of the teacher's capabilities [55, 56]. Distillation can
be performed by various methods, e.g., by minimizing losses
that compare the teacher's and student's outputs [24, 54 –
56]. In computer vision, training models to predict robust
visual embeddings like those provided by CLIP requires large
amounts of data and signi�cant computational resources,
which can be impractical for dense, pixel-wise tasks.

We leverage existing datasets that provide binary segment
masks and use Alpha-CLIP to generate teacher embeddings
as pseudo ground-truth labels. Our approach uses these
teacher embeddings to supervise a student model, similar
to what is done for MaskCLIP+, enabling it to predict
dense, pixel-wise embeddings that are well aligned with the
vision–language space while signi�cantly reducing compu-
tational overhead during inference.

III. E FFICIENT PREDICTION OFDENSEV ISUAL

EMBEDDINGS

Our approach is shown in Fig. 2 and starts by extracting
teacher embeddings using Alpha-CLIP [36], as explained
in Sec. III-A. The extracted embeddings are used to train
our student model – Dense Visual Embedding Transformer
(DVEFormer). We describe the model architecture and the
distillation training in Sec. III-B. DVEFormer predicts dense
pixel-wise embeddings that encode comprehensive informa-
tion for various downstream tasks. For example, they can be
paired with an aligned text encoder for text-guided retrieval
or used for classi�cation tasks, as described in Sec. III-C.

A. Segment-Level Visual Embedding Extraction

Our method requires pixel-level visual embeddings as
teacher information for of�ine knowledge distillation. To
extract them, for each dataset sample, the RGB imageI RGB

is paired with each of the corresponding binary segment
masksM i 2 M. The binary segment masks are derived
from panoptic annotations provided in extended version of
the datasets [5, 12], which include both distinct objects (e.g.,
chair or table) and uncountable regions (e.g., wall or �oor).
Each pair(I RGB; M i ) is processed by Alpha-CLIP to gen-
erate an embeddingeM i 2 RD with D = 768. While the
dimensionality might be higher than required for our appli-
cation, we retain the full dimensionality to ensure alignment
with the existing text encoder used by Alpha-CLIP, avoiding
potential artifacts from dimensionality reduction.

Fig. 3a shows a t-SNE visualization [57] of the extracted
segment embeddingseM i for the NYUv2 dataset [6]. It
reveals that they tend to cluster by the scene class rather
than the semantic class of the segment. This behavior1 can
be understood as an application-dependent trade-off between
local object vs. global scene focus. Our application, however,
is more dependent on distinguishing each segment's speci�c
attributes (e.g., object class, color or material properties)
rather than on global scene cues. To address this, we re�ne
eM i by suppressing scene context. To do so, we compute a
global image embeddingeI using Alpha-CLIP by treating
the whole image as a single large segment, and adjust each
mask embedding as:

~eM i =
eM i

keM i k
� � �

eI

keI k
(1)

1Also discussed in Alpha-CLIP GitHub Issue:https://github.
com/SunzeY/AlphaCLIP/issues/67 .
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Fig. 2. Overview of our proposed approach on an example image of SUN RGB-D [22]. Alpha-CLIP is used of�ine to process RGB images and a set
of binary segment masks to extract a set of teacher embeddings. These guide our ef�cient Dense Visual Embedding Transformer (DVEFormer) to learn
dense pixel-wise visual embeddings via knowledge distillation. For downstream applications, the resulting embeddings can be used for text-based retrieval
(a) or classical semantic segmentation with prede�ned classes (b)-(d), or other robotic applications, enabling �exible scene understanding tasks. We refer
to Fig. 3 for the subset of depicted semantic colors.




