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Abstract—In many robotic manipulation tasks, it is required
to grasp a specific object, rather than executing the best possible
grasp. Therefore, distinguishing different objects is an important
task, which has to be solved together with estimating grasp poses
to allow for assigning grasp poses to specific instances or focus
grasp estimation on the desired object. Image-based grasp pose
methods that estimate grasp parameters per pixel can easily be
combined with object detection models, such as YOLO or Mask-
RCNN, but often use a planar grasp representation. In contrast,
point cloud-based grasp estimation methods do not restrict grasp
orientations by estimating a full 3D rotation, but combining them
with image-based object detections can be more difficult. In case
the grasp estimation approach does not provide an integrated
way of distinguishing different objects, an additional method for
selecting the target object is necessary. This can introduce latency
to the grasp pipeline and requires additional computational
resources. In this paper, we propose to integrate grasp pose
estimation into EMSANet, an efficient multi-task approach,
therefore estimating grasp poses and object segmentation masks
simultaneously. By estimating grasp parameters with full 3D
rotation for each pixel, we allow for easy filtering using the
segmentation results, while allowing for more diverse grasp
poses compared to planar grasp representations. In addition to
evaluating the proposed grasp parametrization on the GraspNet-
1Billion dataset, we also report inference speeds. Our approach
shows an increased grasp quality compared to planar grasp
estimation methods, while being faster than state of the art grasp
approaches.

I. INTRODUCTION

Robots that are supposed to grasp objects, for example
during a transportation task, require the ability to generate
grasp poses. In many scenarios, especially in non-industrial
settings, a robot is required to grasp a specific object in
cluttered environments. Fig. 1, for example, shows a scene
where the goal might be to grasp the tin can for transportation.
Estimating grasp poses without associating them to the objects
might result in grasping the wrong object. Therefore, a grasp
pipeline needs to be able to distinguish different objects,
allowing to select grasp poses associated with the desired
object.

Depending on their output format, grasp pose estimation
approaches can be easily combined with existing object de-
tection or segmentation methods. On the one hand, methods
using point cloud data estimate 3D grasp poses directly by
using the points in the point cloud as potential positions
for grasping and estimating additional parameters for a 3D
rotation and other gripper parameters [1]–[3]. This requires
either cropping the input point cloud to the desired object,
which removes information about the environment, or a point
cloud segmentation method. Image-based methods, on the
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Fig. 1. Overview of our proposed approach for simultaneous estimation of
object masks and grasp poses. By building on top of EMSANet, our approach
remains efficient for mobile robots with limited resources. While we keep the
pixel-based output format for grasp pose estimation, we estimate a full 3D
rotation, compared to the planar grasp representation with only one angle.
This allows for more diverse grasp poses, while maintaining the ability to
easily combine object masks with the grasp pose estimation. The ability to
easily assign grasp pose estimations to detected objects is crucial for targeted
grasping of specific objects.

other hand, often constrain themselves to 2D planar grasp
poses [4]–[6], estimating their grasp parameters for each pixel.
Therefore, they can easily be combined with image-based
object detection or segmentation approaches. A planar grasp
representation, where only the rotation in the image plane is
estimated, results in less diverse grasp poses and grasp success
is highly dependent on the camera perspective [7].

While some methods for simultaneously detecting or seg-
menting objects and estimating grasp poses exist [4], [5], most
grasp pose estimation approaches require a separate model
for object detection. This either requires more computational
resources by computing two models, or, in cases where the
object detection is required to estimate grasps, i.e. when crop-
ping the point cloud beforehand, it increases latency through
sequential computation of each model. For mobile robots with
limited resources both cases are disadvantageous. In contrast,
multi-task architectures, such as the Efficient Multi-task Scene
Analysis Network (EMSANet) [8], offer the possibility of
solving multiple tasks simultaneously, without the need of
distinct models for each task. This also allows using pretrained
weights for the segmentation tasks, utilizing information from
datasets outside common grasp detection datasets, which aids
generalization capabilities.

Based on these observations, it would be advantageous to
overcome the limitations of image-based grasp pose estimation
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models, while keeping them compatible for possible integra-
tion in multi-task approaches. Therefore, in this paper we
propose to reduce the restrictions of planar grasp estimation
by estimating a full 3D grasp rotation. By integrating the grasp
estimation task into EMSANet, we train a multi-task model
for simultaneous estimation of grasp poses and object masks.
This eliminates the need for additional object segmentation
methods, while increasing efficiency by sharing the same
backbone for multiple tasks. As we keep the pixel-based
output format, the segmentation masks from the semantic
and instance branches of EMSANet can be easily combined
with the grasp pose estimation to assign grasps to detected
objects. To highlight the advantage of our approach for mobile
robotics, we compare inference speeds to similar methods.

We will share code for data preparation, and model training
in addition to trained weights at https://github.com/

TUI-NICR/nicr-grasping.

II. RELATED WORK

Grasp pose estimation methods can be divided into 3D
grasp pose methods, which often use point cloud data as
input [1]–[3], [9], [10], and planar grasp pose methods, using
image data as input [4]–[6], [11]–[13]. While point cloud-
based methods generally perform better on benchmarks, they
differ in their compatibility with object detection methods.
Either the input point cloud needs to be cropped to the desired
object [14], resulting in loss of information, or an additional
point cloud segmentation approach is necessary. While the
authors of [15] suggest a model capable of using different
formats of 2D object detections, such as bounding boxes or
segmentation masks, they require the object detections as an
input. Therefore, parallel execution of grasp pose estimation
and object detection is not applicable, resulting in higher
latency.

In contrast, planar grasp estimation approaches can easily
be combined with existing object detection methods, as they
estimate grasp parameters for pixel positions. Instance masks
or bounding boxes can therefore be used to filter grasp poses or
assign estimated grasp poses to specific object instances. For
example, in [13] the authors combine different planar grasp
pose methods, such as GR-ConvNet [6], with CLIP [16] to
use language to guide grasp pose estimation. As combining
grasp pose estimation and object detection is done based on the
output of the respective method, parallel execution is possible.
The authors of [4] integrate semantic segmentation with planar
grasp pose estimation into a single model, highlighting higher
inference speeds. While this allows for distinction of different
known object classes, this approach would not be applicable
for unknown objects or multiple objects of the same semantic
class. In [5] the authors extend their model to estimate instance
masks for each grasp. Although this approach results in object
instances with respective grasp poses, their architecture does
not allow for easy extension of additional tasks. In addition,
their approach of estimating an instance mask for each grasp
is detrimental for inference speed.

Compared to planar or 3D grasp poses, other grasp repre-
sentations have been proposed. In [12] the authors estimate
heatmaps for discrete approach vectors and rotations. While
this allows for multiple grasp poses per pixel, their representa-
tion requires a trade-off between computational resources and
grid size, as their output volume grows with the number of dis-
crete approach angles and rotations. Additionally, they require
subsequent postprocessing steps to compute the remaining
grasp parameters, such as offset and gripper width. The authors
of [10] extend the planar representation with two additional
angles and a depth offset. Heatmaps for planar grasps are
estimated, followed by a point cloud-based refinement of
these parameters along with the estimation of their additional
parameters.

In conclusion, point cloud-based methods achieve better
benchmark results compared to planar grasp pose methods, but
are more difficult to efficiently integrate with object detection
methods. Approaches focused on grasp pose estimation would
often require an additional method for object segmentation to
be able to assign grasp poses to specific objects. While ap-
proaches, which combine tasks, such as instance segmentation,
with grasp pose estimation exist, they use special architectures,
making it more difficult to add additional tasks. Therefore, we
integrate grasp pose estimation into EMSANet, basing our ap-
proach on an efficient model for mobile robots, while allowing
for simultaneous estimation of grasp poses and instance masks.
Similar to [10] we extend the planar grasp representation to
include additional parameters for the remaining rotation, but
estimate all grasp parameters directly. This allows for more
diverse grasp orientations, while requiring filtering of the grasp
poses only as a final step. Therefore, the estimation of object
segmentation and grasp poses can be executed in parallel.

III. APPROACH

Our approach uses an output format similar to planar
grasp estimation methods, while reducing the constraint on
possible grasp rotations, as described in Sec. III-A. In addition,
to eliminate the need for additional methods to distinguish
different object instances, we integrate grasp estimation into
EMSANet, as detailed in Sec. III-B In addition, we describe
our modifications of EMSANet and our final multi-task ar-
chitecture for simultaneous grasp pose estimation and object
segmentation.

A. Grasp Representation

The main difference between planar and 3D grasp esti-
mation is the representation of grasp position and rotation.
For estimating 3D positions of grasp poses, point cloud-based
methods can use input points as an anchor for describing their
candidates. Image-based methods estimate grasp positions
as pixel coordinates. This requires additional postprocessing
using a corresponding depth image to transform these into
3D grasp positions. In many robotic applications, only partial
point clouds are available, e.g. from one depth camera. In
such cases, image-based and point cloud-based methods share
potential grasp anchor positions, as a point in the point

European Conf. on Mobile Robots (ECMR), Padua, Italy, pp. 1-8, IEEE 2025

https://github.com/TUI-NICR/nicr-grasping
https://github.com/TUI-NICR/nicr-grasping
https://github.com/TUI-NICR/nicr-grasping
https://github.com/TUI-NICR/nicr-grasping


cloud corresponds to a pixel in the depth image. Therefore,
both approaches have similar capabilities of estimating grasp
positions.

Our contribution addresses the representation of grasp ro-
tation as the main restriction of planar grasps. Planar grasp
poses only describe the rotation in the image plane. Therefore,
they are restricted to grasp poses directly in front of objects,
whereas a full 3D rotation would allow for grasp poses
from other directions. Especially for cluttered scenes, this
restriction is disadvantageous, as overlapping objects might
prevent grasping from the front. In addition, grasp poses
are highly dependent on the camera pose. To mitigate this
problem, we adopt a 3D rotation representation for our models.
We represent the rotation in form of a 3D approach and a
perpendicular base vector. The approach vector describes the
grasping direction in cartesian camera coordinates whereas
the base vector describes the axial rotation of the parallel
gripper. The remaining vector for the full rotation matrix can
be computed by the cross-product of the two vectors.

In addition to the orientation, we estimate the offset param-
eter given for each grasp in the GraspNet-1Billion [1] dataset.
This parameter describes a translation in meters from the
grasp pose in the direction of the approach vector. Correctly
estimating this parameter would allow for more robust grasps,
as grasping a flat object lying on a surface would require the
grasp to be further from the object surface compared to a
standing bottle, where the gripper jaws need to be at the center
of the object. Our final grasp pose representation is defined as
follows:

G = (q, o, a⃗, b⃗, w) (1)

Where q ∈ [0, 1] is the estimated quality, o is the offset, a⃗ ∈ R3

is the normalized approach vector, b⃗ ∈ R3 is the base vector
and w the width of the gripper jaws in meters at the particular
grasp pose. Note that, as we are using the 3D grasp pose
labels, we do not convert offset or gripper width to pixels.
Fig. 2 visualizes these parameters. In our experiments, models
trained with this representation are designated as QOABW .
For comparison, we denote models estimating planar grasp
poses through the cosine and sine of a single angle as QCSW .

×P

a⃗
b⃗

2cm

w

y

x
z

Fig. 2. Definition of geometric grasp parameters at pose P . The shift of 2cm
between grasp pose and gripper base is defined by GraspNet-1Billion. The
offset o describes an additional shift in the direction of a⃗.

B. EMSANet Decoder

As EMSANet was originally designed for scene analysis,
such as panoptic segmentation and scene classification, it does
not include grasp estimation. Due to its encoder-decoder based
design and hard parameter sharing of the encoder across the
tasks, we only need to introduce an additional decoder for
grasp pose estimation. We used the same parametrization for
the encoder as the application model described in [17]. This
results in a ResNet34 encoder with NonBottleneck1D blocks.
As the existing instance decoder uses a representation that
shares similarities with our grasp pose estimation, we use the
same architecture, only adding additional task-specific heads
for each grasp parameter, as shown in Fig. 3. Similar to the
instance decoder, we use a shared convolution for all final
outputs. Each grasp parameter is estimated by its own head,
using a convolution to project to the required number of
channels. Bilinear upsampling is then used to get the original
input resolution.

Because of its bottom-up approach to instance segmentation,
EMSANet requires a semantic segmentation, as long as there
are areas not corresponding to object instances. To keep our
approach class-agnostic, i.e. not restricting the set of objects
to a set of known object classes, we define two semantic
classes as done in [5], [7]. The foreground class contains
all graspable objects, whereas the background defines non-
graspable areas. As discussed in [7], this allows to take
advantage of instance information from different datasets by
using pretrained weights.

IV. DATASET

While planar grasp estimation methods use datasets such as
the Cornell [18] or Jaquard [19] datasets, they mainly report
results for the jaccard index, which is not suitable to evaluate
grasp performance [1], [19]. We use the GraspNet-1Billion
dataset [1], as it provides an evaluation pipeline in addition
to extensive grasp labels and RGB-D data. The evaluation
pipeline of GraspNet-1Billion allows to measure grasp quality
locally, compared to the provided web interface of the Jaquard
dataset. GraspNet-1Billion contains 190 cluttered scenes with
88 different objects, recorded with a fixed camera trajectory
using a robot arm. The scenes are split, designating the first
100 scenes for training and the remaining 90 scenes for testing.
The dataset distinguishes three test splits of 30 scenes each
depending on their similarity to the training data. The seen
split contains the same objects as the training split, whereas the
similar split only contains objects of the same type. Finally,
the novel split contains unseen objects, such as 3D printed
structures.

Image-based methods require grasp parameter maps, con-
taining the labeled grasp parameters for each pixel, for train-
ing. These grasp parameter maps are generated by masking
pixels corresponding to a planar grasp label based on the
area of its rectangle representation. Because we require the
3D rotation for a grasp pose, we can not use the grasp
rectangle labels. In this section, we describe our approach
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Fig. 3. Overview of our EMSANet architecture. Grasp decoder is based on the instance decoder from the original EMSANet architecture without multi-scale
supervision. For detailed description of decoder structure and blocks see [8]. Output images are identical to uncropped examples shown in Fig.4.

of transforming the given 3D grasp poses into label images
together with the metrics used to evaluate our experiments.

A. Metrics

The GraspNet-1Billion dataset provides a pipeline to com-
pute an average precision (AP ) metric to evaluate estimated
grasp poses. This pipeline first applies a non-maximum sup-
pression (NMS) to all estimated grasp poses for a frame.
From the remaining grasps the top 50, with respect to the
predicted grasp quality, are evaluated based on the object
meshes provided by the dataset. For each grasp, a collision
detection is performed, after which the force closure test is
done based on different friction coefficients. Based on the
results, the AP is being computed as an average for all friction
coefficients. We denote this frame-based metric as APF for
our experiments.

As our focus is on targeted grasping, we also report results
for the metric described in [7], denoted by APO. Compared to
APF , the APO metric selects the best grasps per object instead
of per frame. This is more representative for the scenario
of grasping a specific object, as the APF metric can be
maximized by estimating enough successful grasps for a single
object while ignoring the rest. Following [3], [10], we also
report metrics after removing grasp poses which collide with
the scene point cloud, specifying them as filtered, compared
to the unfiltered results.

To evaluate the combination of instance segmentation and
grasp pose estimation, we also compute APF and APO using

TABLE I
OVERVIEW OF THE EFFECT OF FILTERING GRASP LABELS FROM THE
GRASPNET-1BILLION DATASET. APF IS COMPUTED OVER THE TEST
SPLIT AND THE NUMBER OF GRASPS IN THE TRAIN SPLIT ARE GIVEN.

Original Grasp Labels Filtered Grasp Labels

APF (test) 40.07 84.16
Num Grasps (train) 1.870.882.465 756.619.301

the instance masks to assign grasp poses to objects for
evaluation. Usually, the GraspNet-1Billion pipeline assigns
each grasp to the closest object. As the distance is computed
between the grasp position and the object point clouds, this
assignment can be suboptimal in cluttered scenes. Addition-
ally, using the instance masks for object assignment and grasp
pose filtering resembles a real-world application more closely.

For evaluation of segmentation quality, we report the com-
monly used average precision (AP ). To better distinguish this
metric from the grasp pose metrics, we denote it as API .
We do not evaluate the instance and semantic segmentation
separately, as in our setup we only distinguish two semantic
classes, where the foreground class is divided into the instance
masks. Therefore, evaluating the quality of the instance seg-
mentation is sufficient to measure segmentation quality.

B. Label Preparation

For generating the grasp parameter maps based on 3D grasp
poses, we first need to compute the position for each grasp in
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Base Vector

Approach Vector Offset Width

Fig. 4. Example of labels for image-based grasp pose estimation. Images are
cropped and labels for approach and base vector are displayed in pseudocolor
using the three dimensions as color channels. White pixels in the quality
image are negative grasp labels and unlabeled area is shown in gray. Other
parameters for unlabeled areas are equally ignored during training.

pixel coordinates. Therefore, we project the grasp pose (pose
P in Fig. 2) onto the image plane. As already mentioned in
[20], transforming this coordinate back into 3D space using
the depth image, as it would be necessary to execute the 2D
grasp predictions, might result in a different 3D pose. These
differences can result in a change in grasp quality or collision.
Therefore, we apply additional steps to update the grasp labels
before generating the feature maps. After discretization of
the projected pixel coordinate, we use the depth image to
transform the grasp back to 3D space if valid depth data
is available for the pixel. The resulting grasp is evaluated
by the evaluation pipeline, as its quality may have changed
due to the transformation. Grasp poses which are in collision
are removed, as they should not be used for training. For
successful grasps, the computed friction coefficient is used
to compute an updated quality. For the resulting grasp poses,
it is guaranteed that after projecting their position into image
space, the original grasp pose can be recovered using the depth
image. Finally, the modified 3D grasp poses can be used to
create the grasp parameter maps.

Tab. I shows an overview of the effect of filtering the 3D
grasp pose labels of the GraspNet-1Billion dataset. Note, that
the labeled grasp poses were used directly and no model was
trained, which directly measures the quality of the grasp labels.
We report the APF on the test split to give an upper bound
for models trained on this data. When using the original grasp
labels after projecting them to image space, they achieve 40.07
for APF over the complete test split. After removing grasps
that are in collision, it increases to 84.16. In addition, we
report the change in the number of grasp labels in the train
split, because these are used for training. For the train split,
we removed 60% of grasp labels after filtering colliding and
unsuccessful grasps.

To create the necessary label images for training the models,
we use the Gauss with outer ignore encoding strategy as done

in [20], as it showed to be most effective for 2D grasp labels.
As shown in Fig. 4, we use a Gaussian function centered
around the grasp center to encode its parameters into the label
images. Because we require a 3D rotation, we do not use
the gripper width to parametrize the size of the Gaussian.
This parametrization would require a height and width in
image coordinates, whereas we keep our grasp parameters
in Euclidean space. Instead, we use a symmetrical Gaussian
function and scale its variance with the inverse depth value of
the grasp. This way, grasps which are further from the camera
occupy a smaller portion of the image compared to closer
grasps. Following [20], we differentiate between three areas,
as can be seen in the quality example in Fig.4. The red area
corresponds to pixels where the Gaussian function is greater
than 0.5 and contains the grasp parameters of the grasp pose
label. For the quality label, the Gaussian is multiplied by the
annotated quality. Pixels with a value of the Gaussian function
between 0.2 and 0.5 are treated as unsuccessful grasp labels
with quality of 0.0, resulting in the white area. Labels for
all other grasp parameters in this region are voided and do
not contribute to the loss during training. The remaining gray
area of unlabeled pixels is treated as void as well. In case
of overlapping grasp labels, the one labeled with the higher
quality takes priority.

V. EXPERIMENTS

As discussed in Sec. I we have two primary goals. First,
we want to increase grasp quality of image-based methods
by using the QOABW representation for model output. To
evaluate our grasp representation, we modify the output of
GR-ConvNet and compare our results to the results reported in
[20]. Because we use the same Gaussian encoding strategy for
the grasp parameter maps, any increase in grasp quality can be
attributed to the grasp representation. Secondly, we integrate
the grasp pose estimation task into the EMSANet architecture.
This allows for adding the RGB images as an additional
input modality, using an efficient fusion approach with two
distinct encoders. Additionally, it allows us to train a multi-
task model, which estimates instance segmentation masks
and corresponding grasp poses simultaneously. In addition
to the experiments using GRConvNet, we compare different
modalities and single vs. multi-task performance.

A. Experimental Setup

For better comparison, we kept the input size identical to
[20]. For each sample, we cropped the center of the images,
followed by a rescale operation to 320 × 320. This way, we
can use the results for GR-ConvNet trained on the QCSW
representation and the published weights as a baseline. Ad-
ditionally, we used the proposed masked MSE loss. For each
experiment, we varied hyperparameters such as learning rate
and number of training epochs. We report metrics for the best
model respectively.

For adjusting GR-ConvNet to our grasp representation, we
simply remove the convolutions for the cosine and sine of
the grasp angle in the original architecture and add new

European Conf. on Mobile Robots (ECMR), Padua, Italy, pp. 1-8, IEEE 2025



ones for estimating the approach vector, base vector and
offset respectively. Otherwise, no changes are necessary, as
model and training pipeline were already designed for grasp
estimation. The authors of GR-ConvNet also evaluated their
model on multimodal input using a four channel RGB-D
image. As our baseline from [20] only used depth images as
input and because EMSANet is expected to be able to handle
multimodal input more effectively, we focus on depth images
for GRConvNet. Additionally, the positive effects of using
the QOABW representation is expected to be independent
of input modalities.

Fig. 5 shows a visual comparison of all our experiments and
Tab. II contains detailed results together with a comparison to
other approaches.

B. Results - QCSW vs. QOABW GR-ConvNet

We first evaluate the difference of the QCSW and
QOABW grasp representation using GR-ConvNet. Compar-
ing results for APF using the different representations shows
an increase for models trained with the QOABW represen-
tation. We can observe a gain of 2.84 for unfiltered grasps
on the seen split and 3.23 for the similar split respectively.
For the novel split we observe a decrease of 4.00 percentage
points. This decrease in combination with the positive results
on the other splits suggests worse generalization capabilities.
After filtering the 3D grasp labels, as described in Sec. IV, the
remaining grasp labels might not be sufficiently diverse for
estimating the 3D rotation for unknown objects. Because con-
secutive samples in a scene are very similar in the GraspNet-
1Billion dataset, additional augmentation might be needed for
a more robust grasp pose estimation on novel objects.

When filtering out collisions the APF increases by 17.65,
17.70 and 0.47 percentage points respectively. While achieving
comparable results for the novel split, the increase in quality
for seen and similar is notable. Because the QOABW repre-
sentation places less of a restriction on possible orientations,
a more diverse set of grasp poses can be estimated. We
computed the average number of collision-free grasps per
frame after NMS for both the QCSW and the QOABW
model over the whole test split. GR-ConvNet with QCSW

Seen Similar Novel

10

20

30

40

50

APF

Colors:

GR-ConvNet

EMSANet (ST)

EMSANet (MT)

Colors:

GR-ConvNet

EMSANet (ST)

EMSANet (MT)

Seen Similar Novel

APO

Size:

Depth

RGB-D

Marker:

QOABW

QCSW

Fillstyle:

filtered

unfiltered

Fillstyle:

filtered

unfiltered

Fig. 5. Overview of results on the different test split of the GraspNet-1Billion
dataset with different architectures and grasp representations. For detailed
results see Tab. II.

output estimates 13.09 grasps per frame, whereas QOABW
allows for 23.30 grasps per frame. This suggests that GR-
ConvNet could successfully utilize the QOABW representa-
tion to estimate more diverse but still successful grasp poses.

For APO similar observations to APF can be made, al-
though differences are generally smaller. The difference be-
tween APF and APO shows the importance of evaluating
grasp pose estimation per object when evaluating models for
real-world applications where targeted grasping is desired.

Tab. II includes the results for APF for the GraspNet-
baseline [1]. This baseline approach uses point cloud data
as input and estimates 3D grasp poses directly. Comparing
their results with our GR-ConvNet trained with the QOABW
representation shows improved results for collision filtered
metrics. Although unfiltered results still show a gap, this shows
the potential of image-based grasp estimation methods when
replacing the restrictive planar grasp representation.

In general, the comparison of QCSW and QOABW repre-
sentations shows a clear advantage of using a more complex
grasp representation. For better generalization, more diverse
data might be beneficial.

C. Multimodal EMSANet

To be able to interpret the quality of EMSANet trained for
grasp pose estimation and segmentation simultaneously, we
first evaluate the single task performance of EMSANet for
grasp pose estimation. For better comparison to GR-ConvNet,
we train EMSANet using depth only and RGB-D data as
input. We do not train using RGB only, as depth data contains
important information for grasp estimation and is required to
compute 3D positions for the estimated grasp poses during
postprocessing.

Using only depth data, GR-ConvNet and EMSANet achieve
comparable scores for both APF and APO. Using RGB-D
data as input results in an additional improvement to the
grasp representation, although the effect is more prominent for
unfiltered metrics. The difference is especially visible for APO,
where an increase of 4.30, 3.29 and 0.79 percentage points can
be observed, between using depth and RGB-D input.

D. Multi-Task EMSANet

After establishing singe-task baselines, we train EMSANet
for jointly estimating grasp poses and instance masks. As the
previous experiment identified RGB-D input data as superior
to only depth data, we train our multi-task model with both
input modalities.

When training a multi-task approach with a combination
of different loss terms, it is important to choose suitable
weights. In our case, we have a loss term for each decoder,
resulting in three possible task weights. For the instance
and semantic weights we keep the values suggested in [8]
of 1 for the semantic loss and 3 for the instance loss. We
conducted experiments with a task weight for the grasp loss
of {0.5, 1.0, 1.5, 2.0} with the best results achieved with a
value of 1.0.
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TABLE II
OVERVIEW OF OUR RESULTS. TABLE SHOWS METRICS FOR UNFILTERED AND COLLISION FILTERED GRASP POSES (UNFILTERED / FILTERED). APO FOR

GR-CONVNET TRAINED IN [20] COMPUTED BASED ON PUBLISHED WEIGHTS. ∗ : PARTIAL POINT CLOUDS USED IN INTERMEDIARY STEPS.

Single-Task Multi-Task

Model Mod. Grasp
Repr. Seen Similar Novel Seen Similar Novel

A
P F

GraspNet-Baseline [1] Point
cloud - 29.88 / 42.02 27.84 / 37.35 11.51 / 12.17 - - -

HGGD [10] RGB-D∗ - 60.26 / 61.17 48.59 / 47.02 18.43 / 19.37 - - -

GR-ConvNet [20] Depth QCSW 23.18 / 29.77 16.12 / 22.23 11.15 / 16.43 - - -
GR-ConvNet Depth QOABW 26.02 / 47.42 19.35 / 39.93 7.15 / 16.90 - - -
EMSANet Depth QOABW 27.13 / 50.22 19.37 / 42.66 7.93 / 17.93 - - -
EMSANet RGB-D QOABW 31.16 / 50.00 23.69 / 40.08 9.22 / 16.51 - - -

EMSANet (Multi-Task) RGB-D QOABW 29.97 / 47.03 21.75 / 36.60 8.89 / 15.07 28.39 / 46.43 20.49 / 36.07 8.07 / 14.70

A
P O

GR-ConvNet [20] Depth QCSW 15.41 / 19.73 12.71 / 17.39 7.87 / 11.75 - - -
GR-ConvNet Depth QOABW 14.88 / 26.48 12.01 / 24.00 4.86 / 10.88 - - -
EMSANet Depth QOABW 15.16 / 27.71 12.38 / 21.96 5.46 / 12.24 - - -
EMSANet RGB-D QOABW 19.46 / 31.20 15.67 / 27.07 6.25 / 11.70 - - -

EMSANet (Multi-Task) RGB-D QOABW 18.79 / 29.80 14.84 / 25.35 6.18 / 11.06 17.74 / 28.78 13.96 / 24.72 4.66 / 8.54

A
P I EMSANet (Single-Task) [7] RGB-D QOABW 67.42 68.92 62.45 - - -

EMSANet (Multi-Task) RGB-D QOABW 70.26 69.74 48.43 - - -

Compared to the results achieved by EMSANet trained only
on the grasp task, the multi-task approach results in a slightly
decrease in metrics. Comparing the results when using the
estimated instance masks to assign and filter grasp poses,
instead of using ground truth data, an additional decrease in
quality can be observed. The grasp quality is notably still
higher than EMSANet using only depth images. The small
difference between single- and multi-task metrics also suggests
sufficient segmentation quality.

For evaluating the segmentation quality, we compare to the
API results reported in [7]. These were achieved by finetuning
EMSANet on GraspNet-1Billion, based on pretrained weights
taken from [17]. Therefore, this model was trained on multiple
indoor segmentation datasets, targeting robust generalization to
real-world scenarios.

As Tab. II shows, segmentation quality on the similar split
is comparable, while differences on the seen and novel splits
suggest overfitting of our multi-task model on the objects
contained in the train split. While our model achieves an
increase of 2.84 percentage points on seen, quality on the
novel split decreases by 14.02 percentage points. Taking into
account, that the single-task model in [7] was trained on multi-
ple different indoor segmentation datasets and only finetuned
on GraspNet-1Billion, this suggests the need for additional
data to generalize to unusual and novel objects. Based on the
difference in grasp quality on the seen and novel splits for state
of the art models, such as HGGD, additional datasets might
also be advantageous for the grasp pose estimation task.

Comparing our results with HGGD still shows a gap in
grasp quality to recent point cloud-based approaches. As an
additional object segmentation is required for many real-world
applications, our approach gives a valid alternative, where
computational resources are limited. Additionally, we closed
the gap in grasp quality between image- and point cloud-based

GR-ConvNet EMSANet (MT)
Se

en
(1

13
/

50
)

Si
m

ila
r

(1
40

/
12

8)
N

ov
el

(1
67

/
67

)

Fig. 6. Example predictions for each test split using GR-Convnet with QCSW
encoding and EMSANet (MT) with QOABW encoding. Grasp pose images
show point cloud with 3D grasp poses from camera perspective.

models by only using a less restrictive grasp representation.
For a qualitative comparison Fig. 6 shows examples for each

test split using GR-ConvNet with QCSW encoding and EM-
SANet (MT) using QOABW encoding. EMSANet estimates
more diverse grasp poses while simultaneously estimating
sufficient instance masks.

E. Runtime

In addition to evaluating the quality of our trained models,
we report inference speeds. We compare EMSANet with and
without instance segmentation to HGGD [10], as it achieves
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TABLE III
RUNTIME COMPARISON. TIMES COMPUTED WITH NVIDIA GEFORCE RTX

3060 TI AND AMD RYZEN 7 5800. TENSORRT 10.8 ∗ : REQUIRES
ADDITIONAL METHOD FOR INSTANCE SEGMENTATION. † : INPUT

RESOLUTION 512× 512 ON NVIDIA GEFORCE RTX 2080 TI (TAKEN
FROM [4] AS WE COULD NOT REPRODUCE TIMINGS).

FPS
Model PyTorch TensorRT

HGGD [10] 33∗ -
Det-Seg-Refine [4] 31† -

EMSANet (ST) 68 150
EMSANet (MT) 48 96

state of the art results on GraspNet-1Billion. Although the
authors of Det-Seg-Refine [4] did not report metrics for the
GraspNet-1Billion dataset, we also compare inference speed
as their approach also estimates grasp poses and segmentation
masks simultaneously. Note that their approach only produces
a semantic segmentation for different object classes, which
would not allow for segmentation of objects with unknown
classes. Comparing the inference speed to [5] would therefore
be beneficial, as they made their approach class-agnostic, but
no code was made public. Because their instance segmentation
approach estimates a mask for each estimated grasp position,
using a specifically transformed depth image as an additional
input, it is expected to run slower than their semantic segmen-
tation approach.

We report inference times using PyTorch and, if applicable,
TensorRT in Tab. III. Note that, for HGGD the usage of custom
datatypes for planar grasp poses before cropping the point
cloud for further processing, does not allow optimization using
TensorRT. For Det-Seg-Refine, we were unable to reproduce
comparable timings on our hardware to the ones reported by
the original authors.

Using EMSANet to estimate object masks and graps poses
is still faster than HGGD, which would require an additional
method for object masks. The results show the advantage of
estimating grasp poses and instance masks simultaneously, as
EMSANet is not only faster than other approaches but also
allows differentiating objects.

VI. CONCLUSION

In this paper, we propose to use a grasp parametrization
including the full 3D rotation, while using a pixel-based
output format for image-based grasp pose estimation. Using
this representation, we integrate the grasp pose estimation
task into EMSANet to allow for simultaneous estimation of
grasp poses and object masks. Together with preparation and
filtering of the provided 3D grasp pose labels from GraspNet-
1Billion, our experiments showed an improvement compared
to estimation of planar grasp poses. Comparing the inference
speed, we provide an architecture which is faster than state of
the art grasp pose estimation approaches, while distinguishing
different object instances for targeted grasp tasks.

As our experiments showed the need for more diverse
training data to achieve better generalization for unknown

objects, in future we plan to integrate datasets from the object
pose estimation domain, as they provide necessary data to use
the evaluation pipeline from GraspNet-1Billion in addition to
segmentation masks.
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