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Abstract. Color constancy is a requirement for most appearance-based person reidentification algorithms. Manual calibration of cameras
with color charts in dynamic environments is not feasible in real-world
scenarios. For this reason, we present a color constancy method for
learning an illumination map for a camera autonomously, by observing people in its viewport. Experiments prove, that using the proposed
method to compensate varying illumination conditions increases the
distinguishability of persons in the scene significantly. Furthermore, we
introduce a new information theoretic measure (MCSE) for evaluating
a color constancy method, which is independent of the used reidentification method.

1

Introduction

Color is one of the most important features for people tracking [9, 20, 29]
and reidentification [3, 8, 11, 12]. Nevertheless, colors can change significantly under varying lighting conditions between cameras and within their
viewports. In person tracking, changes in illumination can be detected and
handled on the fly, due to spatio-temporal reference to past observations.
However, such a compensation is far more difficult for appearance-based reidentification, since time and place of two observations may differ significantly.
Therefore, it is essential to know the color changes, caused by different lighting, within and between cameras beforehand. Treating this problem is known
as color constancy or brightness transfer function (BTF) between cameras.
Since manual calibration of cameras with color charts in dynamic environments is not feasible in real-world scenarios, we present a color constancy
method for learning an illumination map for a camera autonomously, by observing people in its viewport.
To correct the observed colors for a person passing through the scene,
one must know the illumination on every position in the camera’s viewport.
This knowledge is represented as a grid map. To estimate the illumination,
?
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we observe how color changes while a person passes through the scene.
To estimate the illumination correctly, the color of the person’s clothes must
be known. Additionally, the illumination must be known in order to estimate
the color of people’s clothes. Therefore, we alternately optimize the illumination map and the color model of people in the scene. First, we estimate the
genuine appearance of people passing through the scene, using the current
estimation of the illumination map. Then, we optimize the illumination map
with the approximated colors of people’s clothes.
The remainder of the paper is organized as follows: In Sect. 2, we summarize current state-of-the-art methods for color constancy. Afterwards, we
introduce the proposed color constancy method in Sect. 3. In Sect. 4, we
evaluate our approach on a real-world surveillance dataset. We end with a
conclusion.

2

State-of-the-Art

There are two approaches for estimating the illumination [1]: pre-calibrated
and data-driven approaches.
– For pre-calibrated illumination correction, two basic assumptions are made: Temporally constant homogeneous illumination in the scene and only one light source.
In order to obtain normalized colors, linear [17] or diagonal transformations [27]
are used.
– Data-driven approaches include at least the following three methods: static [26],
gamut based [15], and machine learning [18] approaches.

Only data-driven machine learning approaches are applicable in the given
person tracking scenario, since the made assumptions of the other approaches
are violated.
Most of the machine learning algorithms focuses on the color transformation between cameras using a BTF [19, 23, 25]. Color constancy can be
achieved by, e.g., neural networks [6], support vector machines [16], linear
regression [2], spline interpolation [28], or color by correlation [13]. High computing power and a larger collection of data are necessary to apply these
methods successfully.
Another recent approach of utilizing an illumination map is estimating the
position of light sources, e.g. by observation of shadows and reflections on
the floor [21]. The inhomogeneity of the floor, missing reflections, as also different floors in a multi camera system make it not applicable in our scenario:
the surveillance of airports or other public places.
In this paper, a combination of different approaches is employed. Several other authors also combine various algorithms, e.g., using fusion methods [5] or other combination strategies [24, 4]. We follow the ideas of Owens
et al. [22] to formulate the color constancy as an optimization, which goes
back to work of Chakrabati et al. [7]. The assumption of having the same
object in different illuminations is met in our scenario.
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3

Color Constancy Using Person Observations

Our goal is to recognize persons by the color of their clothes in different images with different lighting conditions in a surveillance scenario. Changing
appearances of colors in different illuminations are a major problem in reidentification. To obtain a constant color representation, which is invariant to
varying illumination, we use the optimization scheme of Owens et al. [22]
and extend the approach to be applicable for a person recognition scenario
(Fig. 1). The algorithm consists of two main phases as shown in Fig. 1(a):
In the initialization phase, the illumination at each position of the image is
estimated. In the second phase the color model is optimized iteratively.

Fig. 1. Work flow of the proposed algorithm. (a) Adaption for person tracking. (b) Corresponding steps in baseline algorithm [22].

Very briefly sketched, the basic idea in [22] is to estimate the illumination
vector w = [wR wG wB ]T (in RGB color space) for calculating the original
color x = [xR xG xB ]T as a diagonal transformation of the observed color
y = [y R y G y B ]T with x = (wI) · y, where I is the identity matrix. Therefore, w
can be calculated as the eigenvector to the smallest eigenvalue of an iteratively data-driven optimized 3 × 3 matrix A, which is obtained from estimated
original colors x and multiple observations Y = [y1 y2 . . . yn ].
3.1

Initialization

To estimate an initial illumination for each position, we implement three different approaches: The first one is based on the approach by Chakrabarti
et al. [7]. The second one relies on the assumption of an optimal illumination for each position. The third one uses a random deviation of the optimal
illumination.
The basic idea of Chakrabarti et al. [7] is to apply a spatial frequency analysis and use the high frequencies as illumination reference (initial estimation
of matrix A), since the color portion is expected to be in the low frequencies.
This is done by dividing the image into patches and apply a discrete cosine
transformation (DCT). For details we refer to [7].
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Our second approach utilizes the easiest assumption for initial estimation:
An optimal illumination w = [1 1 1]T for each position. As described above, the
illumination vector w is estimated as the eigenvector to the smallest eigenvalue of the optimization matrix A. So the task is to find a symmetric positive
semidefinite matrix A with the eigenvector w = [1 1 1]T to the smallest eigenvalue of A. The symmetric matrix A = I3 a + (J3 − I3 )b, with J3 as 3 × 3 matrix
of ones, I3 as 3 × 3 identity matrix, and a, b as variables, has eigenvalues
υ1 = a + 2b, υ2,3 = a − b with eigenvectors w1 = [1 1 1]T , w2 = [−1 1 0]T ,
w3 = [−1 0 1]T . Therefore, parameters a > 0 and − a2 ≤ b < 0 for A fulfill the
required assumption. We choose a = 2 and b = − a4 = −0.5, to ensure, that
small changes of A do not violate its required properties during updates in
the optimization phase, except the volitional modification of the eigenvectors.
Instead of the optimal illumination, we can use a small random deviation
in order to disperse the starting condition for optimization. In our third approach, we first take the optimal illumination for each position. Afterwards,
we add noise to the corresponding optimization matrix A. If the resulting illumination vector w improves the separability, it is used, otherwise the old
vector persists. This is repeated for all positions until no further improvement
is found.
3.2

Optimization

After initial values for A and w are found, they need to be optimized. Owens et
al. [22] present an optimization approach for correcting different illumination
situations using known objects, e.g. DVD covers. Geometric forms on the
covers are used to reidentify corresponding color patches in various images.
These are then used for normalization.
For the addressed scenario, we adapt the idea of using corresponding
color patches for color correction by using person tracks obtained by a template based person tracker [20]. Observing multiple persons, with different
colored clothing, moving within a camera, we can estimate the corresponding color model similar to [22]. For each person, the color is determined using
a defined patch from the upper body (Fig. 5(d)). As position, we use the foot
point of the track, transformed to global coordinates via extrinsic parameters
of the camera.
The resulting task is to optimize the normalized colors x̂p and lighting wi
under comprehension of observed colors Yip for person p at position i. The
basic idea is to alternately optimize the lighting while the color remains constant and then the color while the lighting remains constant (see Fig. 1). Both
optimizations can be calculated as a constrained eigenvalue decomposition
of an optimization matrix that is calculated from the observed colors and the
respective constant part. The algorithm terminates, when the error on the
validation data set increases. Mathematical details are presented below.
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First, we optimize x̂p , using the actual lighting vectors w:
x̂p = arg max||x̂p ||2 =1 x̂Tp Γp x̂p
X
Γp =
YipT wi wiT Yip

(1)

i

The solution of Eq. 1 is the maximum of the quadratic form x̂Tp Γp x̂p under
the constraint ||x̂p ||2 = 1. This is the eigenvector to the largest eigenvalue of
the matrix Γp . Next, we optimize wi , using the current estimation of normalized colors x̂:
wi = arg min||wi ||2 =1 wiT Φi wi
X

Φi = Ai + N α
Yip I − x̂p x̂Tp YipT

(2)

p

where Ai is Φi of the former iteration, N is the number of images and α
is a learning rate. To employ that representation as an update formula, we
adopt ideas from machine learning and modify Φi as follows
X

Φi = (1 − α)Ai + α
Yip I − x̂p x̂Tp YipT
(3)
p

The solution is given by the minimum of wiT Φi wi under the constraint
||wi ||2 = 1. Here, an interpretation as eigenvector to the smallest eigenvalue
of Φi is appropriate.
After each iteration, the parameters wi , Ai and xp are updated. The algorithm determines, when the performance on the validation data set decreases. For further mathematical details it is referred to [22].
3.3

Learning the Illumination Map

We must group neighboring observations, since observing several people at
the same location is very rare in many real-world scenarios, but is needed to
solve the optimization problem (Eq. 2) adequately.
Two different approaches can be used: Either estimating the illumination
for each pixel and group neighboring pixels, or the illumination for the position
on a global grid. We decided in favor of the latter, since the illumination for a
single pixel can vary a lot for different distances of objects to the camera. We
restrict our approach to static cameras by using a 2D grid for each camera
on the ground floor, even though it can easily be extended to pan-tilt-zoom
and mobile cameras by enlarging the illumination grid to a global one with
additional dimensions for the camera pose.
To further increase the number of observations, and to cope with uncertainties in tracking, we also assign a single observation to multiple grid cells
and weight it based on the distance (see Fig. 2). With the extended system
of equations, we are able to find a good generalizable solution.
The weights for each grid cell and observation are determined according to the integral over the grid cell area of a bivariate normal distribution,
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Fig. 2. Weighting of observations. Weights for grid cells are calculated as the volume
under a bivariate normal distribution with its center at the persons position.

with its mean at the persons position in the global map, a constant standard
deviation, and no correlation. Additionally we smooth the trajectories with a
low pass filter and remove outliers, that violate the assumption of having the
same color within the complete track of a person. Outliers are recognized by
an increase in the tracking error [20].

4

Experiments

In this section, we evaluate the proposed method. Since the baseline algorithm [22] of our approach already shows state-of-the-art performance on
standard color constancy benchmark datasets, we focus on evaluating the
proposed method in person reidentification domain.
First, we introduce a new measure for rating the performance of a color
constancy method for person reidentification. Afterwards, we evaluate the
sub-modules of our method (initialization and optimization) in a real-world
surveillance scenario. We also investigate the influence of the grid partition
and the weighting of observations to the performance of our color constancy
method.
To evaluate our approach, we use two settings with increasing complexity:
1. Persons walking the same path, observed by a camera. Illumination is estimated
on four predefined positions (see Fig. 5(e)).
2. Persons frequently crossing the viewport of the camera with no restrictions. Illumination map is estimated.

All videos were recorded on an airport. The dataset includes eight persons,
some with very similar clothing. No additional light was added. Thus, all sequences are recorded under lifelike conditions. These vary from dark areas,
well illuminated and overexposured regions, to areas illuminated by colored
light sources. Person tracks and the proposed color constancy method were
extracted as described in Sect. 3.
4.1

Performance Measure

For measuring the performance of a color constancy method, two approaches are possible:
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– Evaluating a reidentification system with and without the color constancy component (frequently used, e.g. [21])
– Using a measure that values the distinguishability of persons before and after the
color transformation (so far not used, since no applicable measure exists)

We decided in favor of the latter, since it is independent of the used reidentification method. As far as we know, there is currently no measure for
judging multi-class separability, e.g. as the separability of colors of clothes of
multiple persons. Therefore, we introduce a new measure for evaluating the
multi-class separability and the influence of a color constancy method.
Class Separability
In color constancy domain, a class can be defined as a set of observations,
of an identical color, of the same person, at a given body part, under varying
lighting conditions. If two classes are separable, the observed colors of the
persons differ and a distinction is possible even under varying illumination.
On the other hand, if two classes have an overlap, certain lighting can cause
the colors to look alike (see Fig. 3).

Fig. 3. Example for overlapping classes.

We made the assumption, that samples of both classes are normally distributed, which proved to be true in all of our experiments. This way, the linear
separability of these classes can be rated using the Fisher criterion [14]. All
samples are projected onto one dimension by a linear transformation. Then,
the Fisher measure considers the within-class variance of both classes and
the between-class variance to rate the separability. It is defined as the maximum of the function
|m̃1 − m̃2 |
(4)
J(w) =
s̃21 + s̃22
where w is the projection vector, m̃1 and m̃2 the corresponding class centers, and s̃21 and s̃22 the within-class variances. Finding the best projection,
also known as Linear Discriminant Analysis (LDA), is done by an eigenvalue
decomposition using the characteristic polynomial for the 3×3 transformation
matrix. The best projection corresponds to the eigenvector w to the largest
eigenvalue λ [10] (Eq. 5).
−1
λ = wT SW
SB w
(5)
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where SW is the within-class variance and SB the between-class variance.
Larger values for λ suggest a better class separability than smaller values.
Multi-Class Separation Error (MCSE)
Eq. 5 can also be used for multi class problems. In this case, only the linear
separability is valued. Fig. 4(a,b) shows two situations, where the calculated

Fig. 4. Problems of Fisher criterion for more than two classes. Classes shown in (a)
and (c) are better separable than classes shown in (b) and (d). In contrast to Fisher
criterion, MCSE is able to reflect this separability.

class separability using the Fisher criterion is not as expected. For a reidentification method, the classes shown in Fig. 4(a) are far more distinguishable
than the classes shown in Fig. 4(b). This problem also occurs in higher dimensional spaces (Fig. 4(c,d)). Therefore, we introduce a new Fisher-based
measure for pairwise comparisons of all classes, named Multi-Class Separation Error (MCSE):
X
1
√
e=
(6)
1 + λi
i=0..I
where I is the number of pairwise comparisons and λi the Fisher measure of the i-th pairwise comparison. The measure has the following properties:
– Smaller values reflect a better class separability.
– Bad separability between two classes has a larger influence on the overall error
than separability between almost perfectly separable classes. This is needed to
correctly assess situations like in Fig. 4(b,d).
– The pairwise comparisons are normalized between 0 and 1, a single pair of non
separable classes can not dominate the overall measure.

As shown in Fig. 4, the MCSE rates the separability more appropriate
than the Fisher measure for all situations.
4.2

Initialization

In this first experiment, we evaluate the performance of the initialization methods, as described in Sect. 3, using the above introduced MCSE-measure.
The algorithm presented in [7] does not prove to be suitable for a person tracking scenario. As described in Sect. 3, it applies a spatial frequency
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(a)
(b)
(c)
(d)

before initialization
Chakrabarti et al. [7]
assuming perfect illumination
(b) + random changes
(b) + systematic changes

MSCE
11.40
18.73
11.40
13.49
6.94

Table 1. Initialization results.

analysis on image patches. In the addressed scenario, most people wear
homogeneous clothes. Therefore, a partitioning into texture and color becomes a hard task. The assumption of perfect illumination on each position
does not change colors, but at least it does not decrease the class separability. However, adding small random noise to the illumination matrices does
influence the class separability. If it is added in an uncontrolled way (resulting in random illumination vectors w near [111]T ), the MCSE increases. On
the other hand, if noise is added to the illumination matrices systematically
as described in Sect. 3 (accept only changes to w, that improve the performance), the MCSE decreases significantly. Therefore, the latter proved to
be the best initialization method (see Fig. 5 for the initialization result). But
experiments also show, that such an initialization method is very time consuming and therefore not applicable for a real-time-system. For the following
experiments, we decided in favor of the initialization assuming perfect illumination at each position, since it is the only method applicable for a real-time
application, while not degrading class separability.

Fig. 5. Results of initialization by assumed optimal illumination with systematic modification of lighting vectors on setting 1 (see Tab. 1 for results of other methods).

4.3

Optimization

The optimization-part of the proposed algorithm is evaluated using setting 2 (unrestricted person movements). The experiments are divided into
two parts: (1) Finding a suitable grid partition and (2) test the influence of
weighted assignment of observations to multiple grid cells. For each case we
performed experiments for an open and a closed set scenario:
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– In the closed set scenario, all persons are known and in the training set. The
task is to increase their separability.
– In the open set scenario, only a subset of persons is known. Therefore, a good
generalization is needed. We excluded one fourth of trajectories from the training
set and repeated the experiment four times. The remaining trajectories were divided into a training ( 32 of trajectories) and a validation set ( 13 of trajectories). The
validation set is used for termination when the MCSE-measure shows a drop in
generalization ability.

We used 5 minutes of recording, with 62 observed trajectories for the
optimization. Two experiments were performed:
1. Unknown person IDs: All trajectories were treated as different persons. This
assumption does not violate the optimization criterion, since it only decreases the
color variance of a single person and does not increase the variance of different
persons.
2. Known person IDs: The unique person ID of each trajectory was used in the
optimization algorithm. This needs an initial reidentification step and leads to a
chicken-and-egg-problem, which however could also be treated as optimization
problem.

Fig. 6. Results of optimization in the closed set scenario on setting 2. (b-d) Classes
after initialization (b), after optimization with unknown person ids (c), and after optimization with known person ids (d) plotted in the CIE chromaticity diagram (a), with
their 95% confidence intervall ellipses. Class indexes correspond to Fig. 5(d). (e) Trajectories of observed persons in the viewport of the camera. Different colors represent
different persons. The overlayed grid with cell size 0.8m×0.8m leads to the best generalization abilities in the open set scenario.

Our experiments show, that for a closed set scenario, a fine grid partitioning is preferable. A cell size of 0.1m ×0.1m performed best (see Fig. 6).
Optimization with unknown person IDs increased the class separability significantly. Furthermore, the best separability was achieved using the correct
person IDs. Since the reidentification task would already be solved, such an
approach does not reflect a real-world scenario. Nevertheless, it shows that
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more information can be used to obtain even better results. If, e.g., the identity of some individuals are known, the overall separability can be increased.
For the open set scenario, a cell size between 0.5m×0.5m and 2.5m×2.5m
generalizes best for the case of unknown identities. If some of the person IDs
are known, a smaller cells size should be preferred (between 0.5m×0.5m and
1.5m×1.5m; see Fig. 7(a)). The experiments with the weighted observations
show an additional improvement in performance (see Fig. 7(b,c)). The best
separability is obtained by using a bivariate normal distribution with a standard deviation a bit larger than the grid cell size.

Fig. 7. Grid size experiments in combination with weighted observations. (a) MCSE
after initialization (red), and optimization with known (black) and unknown person IDs
(green) for different grid cell sizes. (b) MCSE after optimization with unknown person
IDs for different grid cell sizes and standard deviation of the bivariate normal distribution for weighting observations. (c) Cross section through (b) (black) with reference
MCSE for initialization (red) and result without weighting observations (green).

The proposed method worked well in all of our experiments. Nevertheless, a remaining problem is the slightly worse performance in open set scenarios in comparison to the nearly perfect results in closed set scenarios.
Experiments showed, that the generalization ability could be enhanced, using more observations, which means observing for a longer time. But then,
illumination changes on shorter time periods can not be dealt with. This creates a dilemma, that should be addressed in future work.

5

Conclusion

We presented a real-time capable algorithm for automatically learning an illumination map of a camera, by observing people in its viewport. We adopted
the state-of-the-art color constancy method, presented by [22], using people tracking to obtain associated color observations. It does not make any
assumptions about the colors or surface reflections in the scene, but uses
the observed persons as landmarks and interprets color variations as an optimization problem. It also avoids the need of known person labels, since
people with equally colored clothes are treated as the same person. We also
introduced the new MCSE-measure to directly assess the improvements of
our color constancy method for person reidentification, by regarding all observed colors of one person as a class. In order to measure the separability,
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it considers the pairwise distance of classes and their inner class variance.
Our experiments in a real-world surveillance scenario showed, that heterogeneous illumination in the viewport of a camera can be compensated by
applying the proposed method. Thus, the distinguishability of persons can
be increased dramatically.
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