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Abstract. Data-driven applications demand ever-increasing computa-
tional capacity, leading to a rapidly rising global energy consumption.
Conventional digital hardware faces physical limits in meeting this chal-
lenge: power-consuming CMOS logic, memory inefficiency, and archi-
tectural bottlenecks restrict further efficiency gains. We propose analog
computing as an alternative research direction, exploiting three key prop-
erties: non-volatile high-speed storage, co-location of memory and com-
putation, and asynchronous parallel processing. We explore three techno-
logical approaches researched at the Ilmenau School of Green Electronics
(ISGE) based on memristors, optical computing, and temporal logic. We
argue that their integration through hardware/software co-design enables
a new class of energy-efficient data processing platforms.

Keywords: Energy-efficiency, analog computing, data processing plat-
forms, memristive memory, optical computing, temporal logic

1 Introduction

Data-driven applications significantly impact the global IT energy footprint.
More and more data consumers depend on increasingly complex data process-
ing pipelines and models to derive actionable insights for business process opti-
mizations. Examples for this are, amongst many more, movie recommendations
in Video-on-Demand (VoD) services, real-time data processing in Gaming-as-a-
Service platforms, Business-to-Business (B2B) exchange platforms such as data
spaces, or large language model (LLM) chatbots. Combined with a steep rise of
the sheer number of data sources and thus data volume, these require a steady
increase in the computational capacity of current data processing platforms.

To meet this computational demand, industry invests massively in expanding
data centers. Since 2021, the number of active data centers has globally risen
from approximately 8 000 [1] to more than 12 000 [2] in 2025. Combined with the
effects of more computing capacity per data center, this has lead to around 1.5%
of global electricity consumption originating from data centers in 2024, which is
projected to more than double by 2030 [3]. This steep trend underpins the urgent
necessity to improve the energy footprint of computational infrastructure.

⋆⋆ In alphabetical order of last names.
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However, thermal and physical constraints of conventional electronics and
computer architectures put a barrier on further improvements in energy re-
duction: Notably, (1.) Complementary metal-oxide-semiconductor (CMOS) logic
consumes significant dynamic (and increasingly static) power during switching,
(2.) dynamic random-access memory (DRAM) cells rely on continuous power and
periodic refresh cycles to preserve their state, and (3.) data movement between
processor and memory imposes inevitable efficiency loss in a Von Neumann archi-
tecture (Von Neumann Bottleneck). These limitations indicate that traditional
digital electronics are approaching their physical limits, rendering it mandatory
to explore alternative computing platforms for energy-efficiency gains urgently
required by today’s data processing applications.

Amongst such alternative approaches, analog computing paradigms feature
promising computational properties to overcome the above limitations: Non-
volatile but high-speed data storage, co-location of memory and computation,
and highly asynchronous coupling of components can be utilized to significantly
reduce the energy footprint of data processing applications and, beyond that,
enable the technical feasibility of future use cases. On the one hand, research
on key technology such as in memristive memory, optical computing or neuro-
morphic circuits is largely subject to expert communities. On the other hand, to
ultimately enable an application in data processing platforms is not only a chal-
lenge for software engineering, systems engineering, and electrical engineering
individually – but rather imposes the need for interdisciplinary research, that
combines existing applications with novel computing paradigms [4,5]. To this
end, we argue that an interdisciplinary co-design approach for novel computing
platforms, computational models and system abstractions becomes imperative.

Coming from a context of data processing, this paper explores a vision of
analog computing to support energy-efficiency by presenting and discussing in-
terdisciplinary research performed in the Ilmenau School of Green Electronics
(ISGE)[6]. After an exemplary analysis of the motivating limitations based on
in-network data processing (§ 2), we present memristor-based, probabilistic as-
sociative memory (§ 3), optical data processing units (§ 4), and single flux quan-
tum logic for temporal co-processors (§ 5) as computing paradigms well-suited
to overcome these limitations. We conclude with an outlook towards a comple-
mentary utilization of these paradigms in hardware/software co-design of future
data processing platforms (§ 6).

2 Energy Saving Potential for Data-Driven Applications

We motivate analog computing based on an exemplary use case: data plane oper-
ators of in-network computing (INC) applications. We will then scrutinize them
to demonstrate the severity of critical limitations of conventional electronics, and
how these can be overcome by the approaches presented afterwards.

The upscaling of computational capacities in data centers is already pushing
conventional digital processing elements and memory to their limits. Especially
due to the rapid growth of data generated by networked and distributed applica-
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Fig. 1: Exemplary INC infrastructure. Between data producers (P) and con-
sumers (C), various operators (ω) are executed on diverse platforms: CPUs,
GPUs, or dedicated network equipment (e.g. programmable switches).

tions, this has led to their placement on data paths as operator pipelines to man-
age high request rates while ensuring specific latency bounds (INC). Such data-
plane pipelines integrate complex operations, including both stateless and state-
ful transformations, monitoring logic, machine learning (ML) components, and
coordination tasks. As a result, workloads are typically heterogeneous, bursty,
and hard to predict. Fig. 1 illustrates a typical INC deployment. On the path be-
tween data producers and data consumers, intermediate operators (ω) execute on
conventional central processing units (CPUs), graphics processing units (GPUs),
or dedicated smart network equipment. Being optimized for the workload char-
acteristics of data-driven, distributed applications, this architecture allows for a
striking observation with respect to energy-efficiency: all possible technological
platforms for deploying INC operators are severely affected by the limitations of
digital electronics, as we discuss in the following.

Conventional CPUs. Modern, CMOS-based CPUs effectively achieve high
throughput through multiple cores, instruction-level parallelism, and single in-
struction, multiple data (SIMD) architecture extensions. However, since memory
access remains a major bottleneck, line-rate throughput of up to several Ter-
abytes/second is not efficiently attainable for general-purpose CPUs. Following
from that, placing operators on a CPU is only feasible in case of an accept-
able overhead depending on clock rate and memory access delays; even worse
from an energy-consumption perspective, its effectiveness in terms of workload-
adaptability through dynamic voltage/frequency scaling is increasingly limited
by the growing impact of leakage and switching power.

GPUs. Despite their high degree of parallelism, GPU efficiency remains in-
herently limited by memory latency and bandwidth, and thus an energy-effective
workload scaling. Compared to CPU processing, GPUs provide generally higher
throughput per watt through their massively parallel single instruction, multiple
threads (SIMT) architecture. Despite TB/s bandwidths are feasible from sheer
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processing capabilities, the conceptual limit for energy-efficient deployment re-
mains the compute-to-memory scaling asymmetry.

Systolic Processors. Dedicated INC network equipment is functionally tai-
lored to line-rate data processing. For this purpose, systolic pipeline processors
(a variation of multiple instruction, single data (MISD) architecture) execute a
series of conditional transformations, described in a match-action-pipeline that
also defines the primary programming abstraction. They can be found in pro-
grammable switches, such as the Intel Tofino™ or NVIDIA SN5000™ family,
capable of throughputs up to 51.2 TB/s [7]. To store a program that defines the
match-action-pipeline, the memory bottleneck must be avoided by employing
ternary content-addressable memory (TCAM) for fast rule lookups. This is paid
by a vast increase in average power consumption, up to 7 orders of magnitude
higher than flash memory and 4 orders of magnitude higher than DRAM [8].

Our observation concludes that even with highly specialized digital hardware,
the aforementioned critical limitations of energy-efficiency cannot be overcome:
thermal and power issues prevent line-rate processing using classical CPUs, Von
Neumann bottlenecks hinder energy-efficient scaling of high-parallel GPUs, and
extensive memory power consumption prevents energy-efficient large-scale de-
ployment of systolic pipeline processors.

In the next sections, we therefore present three analog hardware approaches
that each address some specific limitations.

3 Memristor-based pCAM

The scaling problem introduced in § 2 emphasizes the necessity for faster and
more efficient memory for match-action processing. Traditional transistor-based
designs of Ternary content-addressable memory (TCAM) require high power
consumption and significant space requirements to accomplish high-performance
match-action processing. As a promising alternative, we examine in this sec-
tion memristor-based designs. Memristors can be regarded as nanoscale pro-
grammable components [9], where the computation is encoded directly through
resistive state changes. Using their analog behavior and combined storage–compute
capability, we explore a memristor-based TCAM architecture that enhances
match–action expressiveness and significantly reduces hardware overhead.

Background. Being a key element in high-performance computer network equip-
ment, TCAMs designs aim to perform parallel search operations within a single
clock cycle. They hence excel in tasks such as routing, classifying packets, and
flow-based decision making by performing matching operations on the header
fields of incoming packets. However, the underlying CMOS-based TCAM cell
architecture is inherently power-hungry and transistor-heavy. Existing litera-
ture shows that TCAMs require significantly more silicon area and consume
significantly more power per bit than static random-access memory (SRAM),
DRAM, or flash memory [8]. These limitations restrict the ability of modern
programmable pipelines to scale with an increasing number of rules in process-
ing network flows.
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(a) Fabricated Nb-doped SrTio3 mem-
ristor chip (CogniGron Center, Univer-
sity of Groningen) (b) pCAM programming abstraction [12]

Fig. 2: A physical model and programming abstraction of memristor

Apart from these drawbacks, TCAMs are also restricted in expressiveness,
as they operate in the digital domain and can output only a binary match or
mismatch. Several emerging network functions – such as congestion estimation,
traffic prediction, and anomaly detection – are fundamentally analog or prob-
abilistic in nature. These functions rely on continuous metrics (e.g., latency,
queue growth rate, or signal fluctuation) that cannot be conveniently stored
inside standard threshold-driven TCAM.

Memristor technology is a promising approach to overcome these issues. A
memristor is a nanoscale, non-volatile, programmable device whose resistance
can be adjusted by applying voltage pulses. A physical memristor chip is shown
in Fig. 2a.1 The analog characteristics of memristors make it possible to produce
partial matches and continuous outputs, something digital TCAMs cannot do.
These properties are key enablers to overcome limitations in memory energy con-
sumption and memory bottlenecks that arise with alternative RAM technology.

Approach. The integration of memristors can be used to implement more energy-
efficient TCAM cells by reducing the number of transistors in the circuit design.
For instance, the state of a TCAM cell can be represented by two memristors
whose combined state (high-resitance and low-resitance) can be used to match
an input against 0, 1, or don’t care (x) matching fields. The programed rules
persist even without any power applied.

While the integration of memristors impoves the energy-efficiency of TCAM,
it does not utilize the full potential of analog computing. We introduce a new
enhanced programming abstraction known as probabilistic content-addressable
memory (pCAM) [13,12] based on this behavior, as depicted in Fig. 2b. Unlike a
TCAM that gives only a binary answer, the pCAM produces a value anywhere
in [0 . . . 1]. An exact match results in a high output value, a definite mismatch
results in a low value, and anything between reflects how similar the input is
to the stored rule. These intermediate values can be interpreted as probability

1 Fabricated by A. S. Goossens and T. Banerjee, CogniGron Center, University of
Groningen [10,11].
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or confidence levels. This approach allows network operations to use continuous
signals such as delay and queue size without converting them into strict digital
thresholds. As a result, the pCAM can make flexible and more adaptive decisions,
which is e.g. valuable for congestion control.

As pCAM works for analog outputs that represents how closely an input
matches a programmed range, a highly relevant use case is analog active queue
management (AQM), where metrics such as sojourn time and buffer size evolve
continuously rather than in discrete steps [14]. With pCAM, we can compare
these continuous signals to stored analog rule ranges. The queue handles the
increased congestion in a flexible way, because the drop probability increases
gradually as the network reaches its limits. With pCAM, AQM can perform
these decisions more easily, and the memristor design keeps the system energy-
efficient.

Results. Measurements of memristor-based pCAM demonstrate very low en-
ergy consumption. The memristor chip operates at about 0.01 fJ/bit per cell,
which is more than 50 times lower than the 1–16 fJ/bit/cell required by TCAM
[10]. This energy-efficiency comes from the non-volatile and analog properties of
memristors, which remove the need for large transistor systems.

For the congestion control application, experiments also show that pCAM-
based AQM keeps packet delays within the desired limits and helps avoid the
big delay spikes seen without AQM. Overall, this means that pCAM makes
congestion control more efficient and much smoother.

4 Optical Data Processing

Data stream processing applications inevitable require data movement, both on
a local and a distributed scale. This imposes a throughput bottleneck with dig-
ital electronics. This section explores how novel optical data processing (ODP)
technology can even leverage data movement for energy-saving computation.
While optical computing has been extensively studied for neural network prim-
itives [15,16,17], its potential for general-purpose data operations has not been
systematically addressed. Here, we extend the discussion to operations that are
ubiquitous in stream processing, where real-time and low-latency performance
is essential for modern applications, including AI inference.

Background. In the stream processing paradigm, the steps of transferring data
between data processors and the actual execution of data operations are dis-
crete, as indicated in Fig. 3a. Although optical communication media are widely
used already, data processing units (DPUs) treat them merely as a means of
forwarding data, i.e., a channel to transfer bit sequences. In terms of energy-
efficiency, the whole processing pipeline includes significant overhead: First, each
data transfer involves converting analog optical signals into digital electrical sig-
nals and vise versa, before the data is actually processed at a downstream DPU.
Second, whenever a computation is performed on a digital processor, data must
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Fig. 3: Optical link for data forwarding versus optical data processing

be moved between the memory and CPUs or GPUs. Additionally, the energy
required for powering and cooling digital devices cannot be overlooked.

Studies of the physical features of optics [18] have shown that light is able
to process information efficiently during propagation, not only as a medium
for transmitting data, as illustrated in Fig. 3b. There are two standard imple-
mentations of optical computing systems: free-space optics and waveguide-based
optics. Free-space optics transmits optical data wirelessly through air or vac-
uum. To build a functional free-space optical computing system, a light source,
a modulated display, a lens, and a detector are the minimum required optical
components. Typically, the light source is a laser, and the display is a spatial
light modulator (SLM). The waveguide implementation guides data within sub-
strates such as fiber optic cables or photonic integrated circuits on a chip. As
mentioned, the cutting-edge optical computing research predominantly centers
on matrix multiplication operations, implemented through either free-space op-
tical systems [19] or waveguide-based photonic circuits [20]. Waveguide-based
photonic circuits need to be fabricated in a very fine-grained manner for certain
tasks, resulting in limited reconfigurability and substantial time consumption.
In contrast, free-space optics provides a flexible and easily built platform for
implementing spatial operations, such as filtering and aggregation, directly on
data streams. Motivated by these benefits, our approach aims at optical imple-
mentations of general data operations in stream processing applications using
free-space optics.

Approach. To systematically investigate the potential of optical computing for
stream processing applications, we map a data processing pipeline as in Fig. 4a
to our proposed optical processing pipeline (cf. Fig. 4b). This helps to identify
and analyze stream operations that are most suitable for an implementation
in the optical domain, focusing on their computational behavior and physical
realizability. A simple, yet ubiquitous first operator we identified is stream ag-
gregation, specifically the average operation.

To understand the physical constraints of an optical implementation, we
design and prototype multiple optical setups using free-space optics to execute
the required operations, each modeling an individual optical data processing unit
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(a) Traditional data processing pipeline: All elements are digital processors.

(b) Optical data processing pipeline with extra encoding and decoding steps: Orange
elements are optical devices.

Fig. 4: Traditional versus optical data processing pipeline

(ODPU). In the case of our average operator, we propose that a single lens and
a subsequent photodetector can already suffice: the lens focuses light onto the
photodetector, which captures the average photon intensity in the focused area.
With a concentration on validating the optical averaging behavior and gaining
a first understanding of energy-efficiency gains compared to digital averaging
operators, we initialized our optics setup by using a mobile phone to display
modulated light for streaming optical data.

Each optical setup is systematically evaluated to ultimately model an energy
trade-off including the input/output conversion overhead. For this, end-to-end
energy consumption of the optical implementation is measured and compared
with the digitally implemented operator. Data propagation and computation
in the optical domain are considered dissipationless. The evaluation results of
energy savings and performance are expected to significantly depend on the op-
tical setup. For example, different modulators offer different resolutions, which
impact input data densities and the relationship between the input and output
data. Therefore, it is meaningful to conduct additional comparisons across dif-
ferent setups. In our current setup for averaging, by replacing the mobile display
with a modulator dedicated to optical applications, such as SLM, we can achieve
better results. Other notable metrics, such as computational accuracy, latency,
and throughput, can provide insights into the performance of optics.

Finally, by chaining multiple ODPUs to form a complete stream processing
pipeline and exploring optical multiplexing for parallel operations, we aim to
accomplish a composed architecture similar to a stream processing pipeline.

Results. In an initial setup for the average operator, energy usage for a single
operation is 0.21 J when done optically, compared to around 0.002 J as an indi-
vidual digital operation. The factor 100, however, hints at the significant power
consumption of digital-to-analog conversions, which are – as argued above – in
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practice anyway part of an optical communication network. Even more impor-
tant, digital computation costs scale up with input size, which is not the case
in the optical domain: energy usage remains stable when data density goes from
3 · 3 to 91 · 91, whereas the digital operator’s cost increases by more than factor
100. This means that with a larger data density, i.e., by using a higher-resolution
display, energy-efficiency benefits in optics quickly outperform any digital imple-
mentation. This underpins the suitability of ODP to overcome the power supply
limitation of CMOS electronics.

5 Rapid Single Flux Quantum Electronics

Von Neumann computer architectures classically suffer from frequent data trans-
fers between memory and processor, creating significant bottlenecks for both
performance and energy-efficiency. Temporal computing in conjunction with su-
perconducting rapid single-flux quantum (RSFQ) logic offers a viable alternative
by executing specific computation with very low latency and energy dissipation.
RSFQ technology uses superconducting Josephson junctions to represent digital
information with quantized single-flux-quantum pulses, enabling extremely fast
and energy-efficient logic operations [21]. As an addition to typical von Neu-
mann systems, memoryless RSFQ-based co-processors potentially reduce both
latency and energy consumption by handling specific problems in application,
e.g. graph algorithms such as Shortest-Path. For contemporary computing prob-
lems that require high speed and low power, we argue that this is a scalable,
energy-efficient solution approach.

Background. In local computation of data-intensive applications, data must con-
tinuously flow between memory and processor units, which results in higher la-
tency, higher energy consumption, and thus non-optimal efficiency. Additionally,
although conventional CMOS technology is mature, it is also approaching their
physical and energy-efficiency limits. The scalability of CMOS circuits is limited
by their increasing power density and leakage currents. An alternative technol-
ogy must therefore help overcoming both the architectural memory-bottleneck
limitation, as well as the inherent power supply issues with CMOS-based logic.

When hardware can operate at cryogenic temperatures, enabling a super-
conducting environment, RSFQ logic offers an effective solution through its
picosecond-scale switching and near-zero energy dissipation. By utilizing Joseph-
son junctions [22], RSFQ circuits can achieve picosecond-level switching speeds
at a static power consumption dramatically lower than the total power consump-
tion of CMOS logic. RSFQ almost eliminates resistive power loss by representing
information using quantized magnetic flux, in contrast to CMOS systems that
rely on charge-based logic. In turn, this means that pulse timing relationships
encode this information, rather than voltage or current levels (temporal comput-
ing paradigm). This leads to not just a novel hardware basis, but even to a new
high-speed and energy-efficient computing approach that mandates appropriate
novel system architectures and programming abstractions.
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Fig. 5: RSFQ Co-Processor Architecture and Interconnect Overview

We therefore investigate memoryless RSFQ-based co-processors for typical
tasks in distributed, data-driven applications and their infrastructure, such as
graph processing for routing or network optimization. In von Neumann sys-
tems, tasks like shortest path computation usually require extensive, iterative
data fetch and resulting memory accesses. In contrast, RSFQ-based temporal
computing can represent weights in a graph topology through pulse timing and
operate on multiple paths in parallel, which significantly reduces data move-
ment and energy dissipation. In the following, we hence propose an architecture
where the required superconducting logic is embedded in an application-specific
co-processor for such highly recurrent tasks, which is complemented by suitable
programming abstractions.

Approach. At a high level of abstraction, we first focus on how information is
represented and processed through the timing of pulses, rather than circuit-level
implementation of individual gates. The proposed architecture is outlined in
Fig. 5: As a result of the temporal encoding of a digital signal, multiple timed
pulses can propagate and interact in parallel, enabling timing-based computation
without requiring conventional memory or iterative control.

To reason about the encoding of the required semantics, a graph-processing
scenario serves as an example of typical workloads. Graph edges can be adjacency-
encoded as a vector of temporal pulses, where every delay encodes a path weight,
and every pulse timing thus corresponds to a distance between vertices. When
pulses physically move through the structure, their natural race behavior is lever-
aged for the actual computation: The first pulse to arrive represents the shortest
or lowest-cost edge on a given path. This example shows how temporal encod-
ing and parallel pulse propagation can provide higher-level computing activities
utilizing simply timing differences, rather than memory-based comparisons.

RSFQ logic gates in the CPU create, route, and mix pulses at high speeds.
Race logic is the technique for accumulating, comparing, and propagating time
disparities across an architecture [23]. These components combine to form a time-
domain computing model in which pulse timing serves as the key computational
resource.

Results. The first experimental result validates the implementation of a tempo-
ral AND gate using RSFQ pulses in an analog circuit simulation [24]. In this
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Fig. 6: RSFQ Pulse Generation and RSFQ-based AND gate

simulation, two synchronized input pulses were applied to the gate, and the
output pulse was generated only when both inputs arrived simultaneously. This
behavior confirms that the circuit performs logical conjunction through temporal
coincidence, rather than voltage-level comparison, thereby utilizing the intrinsic
timing characteristics of RSFQ logic. The output waveform (Fig. 6) clearly illus-
trates that accurate synchronization of input pulses generates a single quantized
output pulse, validating the gate’s correct operation and confirming the underly-
ing principle of time-domain logic computing. This finding lays the groundwork
for more complicated temporal logic architectures and demonstrates the promise
of RSFQ circuits for ultrafast, energy-efficient computing.

Next steps include (1) simulating an Inhibit-AND gate to introduce control-
ling behavior into an RSFQ network, and (2) defining programming abstractions
based on race logic [25]. The former will allow exploring temporal coordination
by selectively inhibiting pulse propagation, while the latter adds an interface for
algorithm design and programming based on temporal state machines [23].

6 Conclusion

In this vision paper we highlight three critical limitations of digital electronics,
which tremendously impact data-driven, distributed applications: (1.) poorly
scaling power consumption of CMOS logic, (2.) inefficiency of digital memory,
notably DRAM and TCAM, and (3.) memory bottleneck in Von Neumann ar-
chitectures, that caps energy-efficient performance improvements. We argue that
three key properties of specific analog computing approaches could unlock novel
computing hardware, architectures, and software abstractions that effectively
overcome these limitations: (1.) Non-volatile data storage at high-speed access,
(2.) co-location of memory and computation, and (3.) highly asynchronous cou-
pling of components for parallel processing.

In our research directions outlined throughout this overview, we aim at three
complementing key technologies from the class of analog computing that each
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represent one of these key properties: (1.) memristor-based memory addresses
the memory inefficiency and removes memory bottleneck unavoidable with dig-
ital RAM; (2.) optical data processing essentially removes processor power con-
sumption and potentially, depending on operator semantics, the memory bot-
tleneck; (3.) RSFQ logic allows parallelization inherent to data semantics in
a loosely-coupled co-processor architecture model, which again lifts processor
power supply issues and algorithmically allows to remove iterations and thus
memory roundtrips.

It can be concluded that, due to their individually addressed limitations that
further depend on specific computational semantics, no single of these technolo-
gies will suffice as a drop-in replacement for energy-consuming digital electron-
ics. They rather require tight co-development and complementary integration in
modern data processing platforms, both for local and distributed computations,
crossing traditional boundaries of a technological stack. This is why our indi-
vidual future work in all three domains is interdisciplinary driven by physics,
electronics, and computer science.
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