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Abstract—Atomic multicast is often utilized by coordination
services to provide the required consistency guarantees for fault-
tolerant cloud applications. It ensures the reliable delivery of
messages with the same total order by none or all the replicas.
Atomic multicast is more efficient when its implementation is
genuine, i.e., only the sender and a subset of the replicas
concerned by the message are involved in the ordering decision.
However, to be genuine and fault-tolerant, atomic multicast
has to be executed among non-intersecting consensus groups,
leading to complicated implementations particularly in multi-
cloud environments. Scaling the performance of atomic multicast
is a prominent challenge, which can benefit from modern network
hardware, e.g., programmable switches which are available in
current cloud infrastructures.

We propose P4mCast, a novel framework to speed up mul-
tiple instances of atomic multicast involving various consensus
participants of different replica groups from independent cloud
applications. The presented evaluation results are based on
an implementation of P4mCast over Tofino switches. P4mCast
provides a throughput of billions of messages per second and a
latency of only a few microseconds.

Index Terms—Hardware Acceleration, Consensus, P4.

I. INTRODUCTION

Internet-scale services like online banking and gaming criti-
cally depend on coordination services, e.g., Apache ZooKeeper
[3] to provide the expected reliability and state consistency
guarantees. Atomic multicast, a generalization of atomic
broadcast, is an important mechanism used for coordination
between replicated data objects, e.g., bank accounts, by en-
suring the reliable delivery of the same sequence of messages,
e.g., transactions, in identical order by a subset of the replicas.
Atomic multicast is more efficient than atomic broadcast
when its implementation is genuine as it enables sending
messages only to the relevant replicas which are concerned by
a particular message leading to less communication overhead
and saving unnecessary CPU cycles on the hosts. Genuineness
is an essential property for scalability, especially in the context
of cloud applications in large-scale deployments, e.g., large
databases. However, genuine atomic multicast is impossible to
resolve in case of replica process failures [1] which are com-
mon in cloud data centers. It was suggested that for making
genuine atomic multicast fault-tolerant, it should target non-
intersecting replica groups where each group is responsible for
disjoint data objects and is made reliable using consensus. This
is relevant for practical applications like shared logs [S] and
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transactional workloads, for instance a transaction involving
two bank accounts managed by two different replica groups.

Since consensus is communication intensive (requires a lot
of exchanges involving all the participants), having consensus
in smaller groups composed of subsets of the replicas is more
efficient than running consensus in a single group of all the
replicas. Nonetheless, handling concurrent messages involving
different replicas groups in a multi-cloud environment is a
complicated task which can become overwhelming to the
coordination service. With increased transactional workloads
and ultra-low latency requirement in modern cloud applica-
tions, e.g., high-frequency trading, enhancing the performance
of genuine and fault-tolerant atomic multicast becomes an
imminent challenge.

With the advent of Software-Defined Networking (SDN)
[11] and In-Network Computing (INC) [12], modern network
hardware accelerators, e.g., programmable switches, smart
Network Interface Card (NIC)s and Field Programmable Gate
Arrays (FPGA)s, are commonly available in current cloud
infrastructures. Programmable switches represent a promising
approach to accelerate the performance of atomic multicast
in cloud systems as they enable the execution of computation
tasks in the communication path providing access to built-
in hardware capabilities for managing replication at line-rate
and supporting flexible configurations of message dissemi-
nation groups. There have been many hardware acceleration
proposals for consensus [19], [25], i.e., atomic broadcast,
but fewer works had focused on atomic multicast. With one
exception is RamCast [6] which builds on the Remote Direct
Memory Access (RDMA) technology and shared memory
programming model to reduce the latency overhead of atomic
multicast. However, RamCast requires dedicated access to
RDMA-enabled NICs which can be challenging to manage in a
multi-cloud environment. Our research investigates a different
approach to atomic multicast acceleration by leveraging pro-
grammable switches and Programming Protocol-independent
Packet Processors (P4) programming model [14].

Offloading atomic multicast operations over in-network
programming devices requires careful state management of
concurrent consensus instances concerned with the ordering
of the individual messages. Moreover, supporting a scalable
number of groups and replicas from various independent
cloud applications requires a data plane design that (1) uses
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efficiently the limited hardware resources in programmable
switches while (2) preserving fault-tolerance to be resilient
to potential in-network failures, e.g., switch crash.

We propose P4-based Atomic Multicast (P4mCast), a novel
framework for speeding up and scaling atomic multicast in
a multi-cloud data center environment. The goal of P4mCast
is to provide line-rate total order guarantees across multiple
replicas groups from various cloud applications. P4mCast
introduces the notion of slices from network virtualization to
enable the different participants of logically disjoint consensus
groups to share effectively the available network resources.
P4mCast enables separate slices of leaders and followers to
have dedicated resources over P4 programmable switches.
P4mCast aims at improving the resource allocation efficiency
to ensure atomic multicast scalability and provide a high
replication degree.

Our Contributions. With P4AmCast, we make the following
key contributions. (1) A practical mapping of consensus group
participants, i.e., leaders and followers, to concrete architecture
of cloud data center networks and a model to deploy them
in a fault-tolerant manner. (2) A unified P4 pipeline design
comprising the leader and follower logic while ensuring the
required state isolation between independent slices, i.e., con-
sensus participants, and (3) An open source implementation
of P4mCast made publicly available on Github. !

II. BACKGROUND
A. Atomic Multicast

Atomic multicast is an important group communication
primitive used in asynchronous distributed systems to enable
the agreement on message delivery and its order by a sender
(client) and a subset of the processes in the system ensuring
that the same sequence of messages will be delivered in the
same total order. The term atomic highlights that a message is
either delivered by all or none of the processes, for instance
in case of a transaction abortion. An original implementation
of atomic multicast is Skeen’s algorithm [2]. Assuming a
distributed system comprised of a set of correct and reliable
processes, a process p performs an atomic multicast opera-
tion for a message m to a set of destinations m.dests =
{p1,p2,...,pn} by invoking the primitive amcast(m). First,
the message m is sent to all the processes in m.dests. Then,
each process p; will increment a local counter like an internal
clock, assign the new clock value as a local timestamp [ts; to
the message m, and send its proposal (m,Its;) to the other
processes in m.dests. Each process will calculate the final
timestamp fts as the maximum value of all received local
timestamps which will determine the delivery ordering for the
message m. Finally, the message m can be safely delivered
by invoking deliver(m, fts) given that all messages with a
final timestamp smaller than that of m have been delivered.

Skeen’s algorithm is simple and genuine, however it is not
fault-tolerant. It has been proven that genuine atomic multicast
is an impossible problem to solve in the presence of unreliable
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processes and unreliable failure detector [1]. However, failures
are inevitable in multi-cloud environments. To overcome this
problem without sacrificing the genuineness property which is
important for scalability, atomic multicast can be made gen-
uine and fault-tolerant if the destinations of m are organized
as a set of disjoint groups, m.dests = {g1,g2,...,gn} such
that in each group consisting of NV = 2f + 1 processes the
majority of the processes is reliable, only up to f processes
may fail [1], [4]. One solution is to run a consensus protocol
inside each group using the leader-follower model.

B. In-Network Computing

In-network computing enables the execution of computation
tasks by building on the available network resources along
the communication path. With the emergence of modern
network hardware like SmartNICs, FPGA and programmable
switches, we can implement customized network services and
improve their performance. Among the benefits of in-network
computing is reducing end-to-end latency due to shorter com-
munication paths, better bandwidth efficiency and access to
specialized hardware accelerators like packet processors and
Ternary Content Addressable Memory (TCAM)s. During the
last decade, the P4 programming language [14] has emerged
and evolved to become a well-established and dominant in-
network programming model particularly for programmable
switches. P4 offers the flexibility to define new protocols and
describe specific packet processing behavior using a pipeline
of Match-Action Tables (MAT). A P4 program starts with a
programmable parser to extract the packet header fields of
incoming packets according to user-defined protocol headers.
Then, a packet processing pipeline composed of match-action
tables is executed over the extracted packet header fields and
metadata. This requires adding match-action entries to the
programmable match-action tables which can be done by the
SDN controller via the control plane interface. Actions are
applied over the packet headers or the metadata depending on
the table lookup result (miss or hit). Then packet modifications
are applied and eventually the packet is transmitted over one
(unicast) or several egress ports (multicast) in which case
packet replication is performed.

The challenging part in P4 programming is stateful pro-
cessing [13] but while being limited, it is not impossible.
There exists stateful vendor-dependent constructs defined as
externs such as stateful Arithmetic Logic Unit (ALU)s and
registers in Tofino [26], that enable state persistency within
the pipeline beyond the packet lifetime. Another challenge
in programming with P4 over state-of-the-art programmable
switches like Tofino, is fitting the P4 program in stage limited
pipeline and its efficient mapping against limited hardware
resources.

III. RELATED WORK

There have been various optimizations of atomic multicast
algorithmically or with hardware acceleration.

Software-based Approaches. Proposals of atomic multi-
cast protocols like FastCast [7], FlexCast [9], Primcast [10]
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and white-box atomic multicast [8] focused on reducing the
number of communication steps. In the best case scenario,
at least 3 communication steps are required in PrimCast.
Each communication step represents an end-to-end (server-
to-server) delay, resulting in an overall latency of tens to
hundreds of milliseconds. In terms of throughput, these so-
lutions deliver only hundreds of thousands of messages per
second. P4mCast, inspired by PrimCast, does not introduce
a new atomic multicast protocol but proposes its acceleration
with programmable switches, making it more comparable to
hardware-based solutions.

Hardware-Accelerated Approaches. The hardware acceler-
ation of consensus, i.e., atomic broadcast, and atomic multicast
has gained tremendous popularity recently. Programmable
switches, RDMA and FPGAs are the most prominent hard-
ware acceleration techniques providing substantial perfor-
mance benefits with the latency overhead reduced to the
microseconds scale [19] while achieving a throughput of
billions of messages per second [22]. Hardware acceleration of
total order communication can be categorized into centralized
and decentralized approaches.

Centralized Approaches. Netpaxos [20] builds on early
SDN reconfigurability to implement a centralized sequencer
(a serializer) and establish total order of concurrent proposer
messages. Other approaches like PACE (P4 Consensus Engine)
[18] and HovercRaft [24] focus on performance-critical func-
tions such as the leader data replication or aggregation and
use a P4 programmable switch for hardware offload. These
solutions suffer from the risk of a single point of failure by
making the system availability dependent on a single switch
so they are sacrificing fault-tolerance.

Decentralized Approaches. Paxos made switch-y [21] and
P4xos [22] retain the distributed nature of consensus by
mapping the coordinator and acceptors to a network of pro-
grammable switches. 1Pipe [23] provides causal and total or-
der message delivery on a programmable data center network
involving the senders and clock synchronization. RamCast
[6] is an RDMA-based atomic multicast protocol leveraging
RDMA capabilities to reduce the latency overhead. RamCast
left an open question whether and how programmable switches
would be utilized to speed up atomic multicast and P4AmCast
precisely tackles this specific issue.

Decentralization benefits these approaches with better re-
silience. However, they are mostly focused on a single con-
sensus group unlike P4mCast, they do not address the more
general abstraction of fault-tolerant atomic multicast involving
multiple consensus groups. Moreover, these solutions require
dedicated network nodes leading to inefficient utilization of
the hardware resources.

IV. PAMCAST OVERVIEW
In this section, we present P4mCast from the architecture
and system perspectives.
A. Architectural and System Model.

Cloud data center networks are built in accordance to
a multi-tier clos network topology such as the very com-
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Figure 1: P4mCast System Architecture Overview.

mon leaf-spine architecture [16]. The data center network
is comprised of P4 programmable switches in the access
and aggregation layers. The switches in the access layer are
referred to as Top-of-Rack (ToR) or leaf switches. They have
direct physical and data-link connections to the hosts located
in the same rack. The switches in the aggregation layer are
denoted as spine switches. They enable network layer con-
nectivity across different racks. Distributed cloud applications
achieve fault-tolerance with replication. Their deployment may
involve replicas located on servers from the same rack or
spread across servers from different racks. In either case,
there exists a forwarding path across the leaf-spine network
of P4 programmable switches connecting all the replicas. A
centralized SDN controller manages the configuration of the
P4 programmable switches with runtime updates of the match-
action entries in the P4 pipeline of match-action tables. The
system architecture of P4mCast is shown in Figure 1.
P4mCast is deployed over the P4 programmable switches
to provide in-network atomic multicast service to the replicas
on the hosts. PAmCast consists of (1) Consensus groups
comprising a leader and a set of followers run in-network
consensus on behalf of the replicas to decide the message
local timestamp. (2) Skeen’s algorithm [2] is executed by the
leaders of the consensus groups to compute the final timestamp
as the maximum value of all proposed local timestamps.
Deploying the service. In P4mCast, the leader roles are
(preferably) assigned to the leaf switches due to their direct
links to the replicas on the hosts and the follower roles are
mapped to the spine switches. The leader-leaf and follower-
spine association is a deployment recommendation but not an
obligation. Having a dedicated mapping between the replicas
in the hosts and the programmable switches in the network
is impractical and not scalable, as there are fewer switches
than server processes. To resolve this mismatch in P4mCast,
we use the concept of network slicing [15], similar to the
virtualization of CPU-based hosts. A slice is a virtual resource
abstraction comprised of a subset of the physical resources,
e.g., ports, registers. Hence, each switch can run multiple
instances of leaders and followers as separate slices with
dedicated resources and isolated state. The slices, involved
with different consensus groups are mapped over the cloud
data center network. For the sake of fault-tolerance, the slices
of the same consensus group are created in different switches
so that in case of a switch crash, we do not lose an entire
group. Figure 2 shows the mapping of multiple consensus
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Figure 2: Consensus Groups Deployment over Programmable
Switches with Network Slicing.

groups to the network switches. Each consensus group is
assigned a multicast group in the P4 pipeline for network-
level message dissemination inside the group.

Running the service. A client initiates an atomic multicast
operation for a message m to m.dests = {g1, g2} by sending
the request to the leaders I; and Il of each group. The leader
11 initiates the protocol by forwarding a proposal with its local
timestamp [tsy to all participants in g; and g». The followers
in g; send their acknowledgments to their group. The leader
l; can decide on the message final timestamp fts once it
receives the local proposal Its, from go and computes fts as
mazx(ltsy,ltss). Before delivering the message to the client,
l; must also receive the acknowledgments from a quorum
of followers in g;. The equivalent procedure takes place in
g2. In the end, the client receives the message with the final
timestamps from engaged groups g; and go. Every replica that
is in g1 and gy also receives the tuple (m, fts). To ensure
atomicity and total order, the client and the involved replicas
can only deliver the message if it has received a copy of
the message from each group (m, fts1,g1) and (m, ftsa, g2).
Moreover, the replicas maintain a counter, e.g., a sequence
number, per group which is incremented upon receiving a
message from that group and deliver the message only when
its final timestamp is lower or equal to the sequence number
to ensure that no future messages will have a lower fts.

Managing the service. PAmCast traffic runs in the data
center network over dedicated queues which are configured
by the control plane to be reserved for the atomic multicast
service. With the reservation mechanism, which is a fair
assumption in clos networks, we ensure that PAmCast packets
always go over the same network path, so no reordering
can occur. Moreover, the clients send messages within their
sending rate to avoid a buffer overflow. Under the assumption
of resource reservation and rate limiting at the sender, we
eliminate the issues of out-of-order and message loss.

V. PAMCAST DESIGN

P4mCast comprises four main building blocks which are the
protocol header specification, a unified P4 data plane pipeline
design, the leader and the follower separate logic.

P4mcCast Protocol Header. In P4mCast, an atomic multicast
request associated with a message corresponds to a P4 packet.

A P4mCast packet comprises the PAmCast header followed
by the Message header then the Payload. Since the message
Payload is not needed in the ordering process, a technique like
payload park [17] has the potential to reduce the bandwidth
overhead of the protocol. A further optimization is by stripping
P4mCast header from the message before sending it to the
replicas as they would only need the message header.

P4mCast header consists of the following fields. (1) appl D
identifies the cloud application in the data center, (2) groupl D
identifies a consensus group, (3) slicelD identify a sender
slice belonging to groupI D, in which it can be a leader or
follower, (4) Command such as start, propose, ack, deliver,
indicates the protocol progress, (5) epoch identifies the epoch
number for a consensus instance which changes after a leader’s
re-election, and (6) clock is the most recent clock value of the
group grouplD. The message header is comprised of (1) a
message identifier msgI D and (2) the message timestamp 7's
(Its or fts depending on the protocol progress).

P4mCast’s Unified P4 Pipeline. Upon receiving a PAmCast
packet on a particular ingress port, a lookup based on
the ingress port ID is performed in Slice Configuration
table to retrieve this particular slice related information
(AppI D, slicel D, groupl D, the role of slice (leader or fol-
lower), current leader ID and epoch number). Then, a lookup
in Group Configuration table using the AppI D, groupID as a
key provides the associated multicast group ID mcastGrpA of
this particular consensus group, and its quorum value. Then,
a lookup on the msglD in Message Configuration table is
performed to retrieve the P4 multicast group ID mcastGrpB
associated with all participants in m.dests and the number of
the groups, i.e., number of leaders, which indicates how many
proposals are expected for the message. Next, depending on
the slice role, it proceeds to the leader or the follower logic.

We designed P4mCast P4 pipeline in a unified manner
where the leader and the follower logic are integrated in the
same P4 program to allow the different consensus participants,
i.e., leaders and followers, to share the same physical switch.
While we recommend deploying the leaders on the leaf
switches and the followers on the spine switches, we provide
the flexibility of combining both roles on any node in the
network. The unified pipeline design is particularly important
in case a switch hosting a leader crashes which will result
in a leader re-election, and a takeover by a follower of its
group. By having an integrated leader/follower P4 pipeline, the
role swap from follower to leader does not call for deploying
a new P4 program. To enable the co-existence of multiple
slices of leaders and followers in the same P4 pipeline, we
must keep their individual states isolated across various data
structures. To achieve this, we rely on exclusive access to
stateful registers, where the different state variables are stored
in a persistent manner. We use five register arrays in PAmCast:
clockReg, ltsReg, ftsReg, ackReg, and numGrpsReg. For
instance, the register clockReg is for maintaining the clock
values of the different slices. For a particular slice, we update
its clock value using its unique slicel D as the register index.
Therefore, the allocated size of clock Reg must be equal to the
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maximum number of slices in a single switch. For the other
four registers, the index is provided as a pre-configuration by
the control plane to ensure its uniqueness for the incoming
messages across the different slices. The size of these registers
is equal to the maximum number of messages treated by all
slices combined at a given time.

P4mCast Leader Operations. When a slice configured as
a leader of its group receives a PAmCast start packet (which
represents the initiation of an atomic multicast request by a
client), first it advances its clock value and make it persistent
in the clockReg. Second, it assigns the updated clock value
locally as a timestamps to the message m by saving it in
the ItsReg. Then, it prepares the proposal packet by updating
P4mCast header fields (slicel D, groupl D, epoch number)
to its own configuration, setting the protocol command to
propose, setting the timestamp field 7's in the message header
to the proposed lts value. The leader sends the proposal
packet to all destinations of m using the multicast group
ID mcastGrpB which is associated with all participants
in the engaged groups in m.dests. Each leader tracks the
proposals of the other leaders of the groups in m.dests, by
keeping a count of the number of received proposals in the
register numGrpsReg and comparing the timestamp 7T's of
the received proposals to the stored fts value (initially set
to its own proposal lts). If the proposed T's is higher than
local fts, the leader updates fts in the ftsReg. The leader
also tracks the number of acknowledgments received from
the followers of its own group by storing their count in the
register ackReg. When it has received the acknowledgments
of a majority of followers (quorum) and the proposal of all
leaders, the leader retrieves the final timestamp fts for the
message m and sends a deliver packet to all interested replicas
using multicast group ID mcastGrpC.

P4mCast Follower Operations. The follower replicates
passively the leader’s logic. When a follower receives a
P4mCast propose packet from the leader of its own group,
it updates its internal clock value to max(T's,clock) and
stores it in the clockReg. It also copies the received message
timestamp 7's locally in the register [tsReg. Then, it sends
an acknowledgment to its leader after updating the P4mCast
packet header fields with the ack command and its slicel D.
When the proposal packet is from a leader of a different
group, the follower will bump its clock if necessary and update
the message’s final timestamp as the maximum value of all
proposals in a separate register ftsReg.

VI. EVALUATION

We developed an implementation of P4mCast using the
P4, programming language over Intel Tofino switch [26]. We
performed a preliminary evaluation of our P4AmCast implemen-
tation to assess its performance with respect to the end-to-end
latency and achievable throughput.

Experimental Setup. Our hardware testbed is comprised of
two Edgecore Wedge Barefoot Tofino 1 32x100G QSFP28
dual pipe switches (Leaf Switch and Spine Switch), and two In-
tel(R) Xeon(R) Platinum 8358 CPU 2.60GHz servers (Server-
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Figure 3: Latency Distribution by Payload Size.

01 and Server-02). Each server is equipped with two Intel
smartNICs (a 10GbE Dual Port X710 SFP+ adapter and a
25GbE Dual Port E§10-XXV SFP28 adapter).

Testing Scenario. We deploy and configure our P4AmCast
program in the two switches so that one switch is used as
a Leaf Switch and is connected directly to Server-01 and
Server-02. The second switch is used as a Spine Switch
and has several connections towards the Leaf Switch. We
configure 3 leader instances (ly,!1,l2) of 3 different groups
(90, 91, g2) in the Leaf Switch and 6 follower instances in the
Spine Switch such as there are 2 followers from each group
((fo, f1) € 9o, (f2, f3) € g1,(fa, f5) € go). In total 9 slices
are allocated in the two switches which shows the flexibility
benefit of P4mCast in enabling bigger configurations with
fewer hardware.

Latency. To perform the latency measurements at line rate
with nanoseconds accuracy, we rely on the Tofino timestamp-
ing feature in hardware. We add debug information consisting
of two additional fields, the ingress and the egress timestamp
to the message header. The ingress timestamp is added by
the leader when a start packet is received from the client. It
represents the time upon which the message enters P4mCast
ordering service. The egress timestamp is also added by
the leader but only when sending a deliver packet to the
replicas (including the client). By computing the difference
at the client between the egress timestamp and the ingress
timestamp, we obtain the end-to-end latency for a specific
message. We repeat the experiment of measuring the end-to-
end latency for different payload sizes, and we compute the
average value in each case. The results are shown in Figure 3.
P4mCast completes in-network atomic multicast in just a few
microseconds, e.g., around 2.7us for 200 Bytes payload size.

Throughput. A key characteristic of our implementation
is the maximum number of messages which is M = 143k
messages, beyond which our P4mCast program would not
compile for Tofinol. If the switch is configured entirely as a
single leader or follower, then that particular node has access
to the entire register space.

As shown in Figure 4, in that case, P4mCast provides a
throughput of 52 billion messages per second. The throughput
is calculated by the following equation for message payload
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Figure 4: Throughput vs. Number of Slices (Payload = 200B).

size of 200 Bytes and average latency of 2.7us.

Throughput_Switch — Maximum Number of Messages

Latency

However, when several slices are created inside the switch,
the total number of messages is divided by the number of slices
so that each slice will have its fair share for storing message
state. Due to the slices sharing the register arrays equally, the
throughput per each slice is given by the following equation.

Throughput_Slice = Maximum Number of Messages

Number of Slices x Latency
VII. CONCLUSION

We presented P4AmCast an in-network centric solution for
speeding up and scaling multiple instances of atomic multi-
cast using programmable switches. PAmCast supports large-
scale fault-tolerant applications in multi-cloud environments
by providing line-rate ordered message delivery involving
various disjoint replica groups. Moreover, PAmCast leverages
the concept of network slicing to use the available hardware
resources efficiently and enable the coexistence of multiple
leader/follower consensus participants over the same physical
hardware. The performance evaluation of P4mCast shows
microseconds scale end-to-end latency and a throughput of
billions of messages per second.

As future work, we aim at devising the necessary recovery
mechanisms following a switch crash as well as failures at
the client side. This requires access to stable storage and ad-
dressing the challenges of leader re-election in the data plane.
We would also expand our evaluation with comparison with
state-of-the-art solutions and further analysis of the hardware
resource consumption.
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